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Chapter 1:  Theory of Evolutionary Computation 

 

1.1  Introduction 
   Evolutionary computation (EC) paradigms generally differ 
from traditional search and optimization paradigms in three 
main ways: 
1. EC paradigms utilize a population of points (potential 

solutions) in their search, 
2. EC paradigms use direct “fitness” information instead of 

function derivatives or other related knowledge, and 
3. EC paradigms use probabilistic, rather than 

deterministic, transition rules. 
   In addition, EC implementations sometimes encode the 
parameters in binary or other symbols, rather than working 
with the parameters themselves.  We now examine these 
differences in more detail. 

1.2  EC Paradigm Attributes 
   Most traditional optimization paradigms move from one 
point in the decision hyperspace to another, using some 
deterministic rule.  One of the drawbacks of this approach is 
the likelihood of getting stuck at a local optimum.  EC 
paradigms, on the other hand, start with a population of 
points (hyperspace vectors).  They typically generate a new 
population with the same number of members each epoch, or 
generation.  Thus, many maxima or minima can be explored 
simultaneously, lowering the probability of getting stuck.  
Operators such as crossover and mutation effectively 
enhance this parallel search capability, allowing the search to 
directly “tunnel through” from one promising hyperspace 
region to another. 
   EC paradigms do not require information that is auxiliary 
to the problem, such as function derivatives.  Many hill-
climbing search paradigms, for example, require the 
calculation of derivatives in order to explore the local 
maximum.  In EC optimization paradigms the fitness of each 
member of the population is calculated from the value of the 
function being optimized, and it is common to use the 
function output as the measure of fitness.  Fitness is a direct 
metric of the performance of the individual population 
member on the function being optimized. 
   The fact that EC paradigms use probabilistic transition 
rules certainly does not mean that a strictly random search is 
being carried out.  Rather, stochastic operators are applied to 
operations that direct the search toward regions of the 
hyperspace that are likely to have higher values of fitness.  
Thus, for example, reproduction (selection) is often carried 

out with a probability that is proportional to the individual’s 
fitness value. 
   Some EC paradigms, and especially canonical genetic 
algorithms, use special encodings for the parameters of the 
problem being solved.  In genetic algorithms, the parameters 
are often encoded as binary strings, but any finite alphabet 
can be used.  These strings are almost always of fixed 
length, with a fixed total number of 1s and 0s, in the case of 
a binary string, being assigned to each parameter.  By “fixed 
length” it is meant that the string length does not vary during 
the running of the EC paradigm.  The string length (number 
of bits for a binary string) assigned to each parameter 
depends on its maximum range for the problem being 
solved, and on the precision required. 

1.3  Implementation 
   Regardless of the paradigm implemented, evolutionary 
computation tools often follow a similar procedure: 
1. Initialize the population, 
2. Calculate the fitness for each individual in the 

population, 
3. Reproduce selected individuals to form a new 

population, 
4. Perform evolutionary operations, such as crossover and 

mutation, on the population, and 
5. Loop to step 2 until some condition is met. 
 
   Initialization is most commonly done by seeding the 
population with random values.  When the parameters are 
represented by binary strings, this simply means generating 
random strings of 1s and 0s (with a uniform probability for 
each value) of the fixed length described earlier.  It is 
sometimes feasible to seed the population with “promising” 
values, known to be in the hyperspace region relatively close 
to the optimum.  The total number of individuals chosen to 
make up the population is both problem and paradigm 
dependent, but is often in the range of a few dozen to a few 
hundred. 
   The fitness value is often proportional to the output value 
of the function being optimized, though it may also be 
derived from some combination of a number of function 
outputs.  The fitness function takes as its inputs the outputs 
of one or more functions, and outputs some probability of 
reproduction.  It is sometimes necessary to transform the 
function outputs to produce an appropriate fitness metric; 
sometimes it is not. 



 

 

 

5

   Selection of individuals for reproduction to constitute a 
new population (often called a new generation) is usually 
based upon fitness values.  The higher the fitness, the more 
likely it is that the individual will be selected for the new 
generation.  Some paradigms that are considered 
evolutionary, however, such as particle swarm optimization, 
can retain all population members from epoch to epoch. 
   In many, if not most, cases, a global optimum exists at one 
point in the decision hyperspace.  Furthermore, there may be 
stochastic or chaotic noise present.  Sometimes the global 
optimum changes dynamically because of external 
influences; frequently there are very good local optima as 
well.  For these and other reasons, the bottom line is that it is 
often unreasonable to expect any optimization method to 
find a global optimum (even if it exists) within a finite time.  
The best that can be hoped for is to find near-optimum 
solutions, and to hope that the time it takes to find them 
increases less than exponentially with the number of 
variables.  One leading EC researcher (H.-P. Schwefel 1994) 
suggests that the focus should be on “meliorization” 
(improvement) rather than optimization.  We agree. 
   Put another way, evolutionary computation is often the 
second-best way to solve a problem.  Classical methods such 
as linear programming should often be tried first, as should 
customized approaches that take full advantage of 
knowledge about the problem. 
   Why should we be satisfied with second best?   Well, for 
one thing, classical and customized approaches will 
frequently not be feasible, and EC paradigms will be usable 
in a vast number of situations.  For another, a real strength of 
EC paradigms is that they are generally quite robust.  In this 
field, robustness means that an algorithm can be used to 
solve many problems, and even many kinds of problems, 
with a minimum amount of special adjustments to account 
for special qualities of a particular problem.  Typically an 
evolutionary algorithm requires specification of the length of 
the problem solution vectors, some details of their encoding, 
and an evaluation function – the rest of the program does not 
need to be changed.  Finally, robust methodologies are 
generally fast and easy to implement. 
   The next section reviews genetic algorithms.  It is one of 
five areas of evolutionary computation: genetic algorithms, 
evolutionary programming, evolution strategies, genetic 
programming, and particle swarm optimization.  Genetic 
algorithms have traditionally received a majority of the 
attention, and they currently account for many of the 
successful applications in the literature.  Particle swarm 
optimization is then discussed in the last section. 

1.4  Genetic Algorithms 

1.4.1  Introduction 

   It seems that every technology has its jargon; genetic 
algorithms are no exception.  Therefore, we begin by 
reviewing some of the basic terminology that is needed to 
understand the genetic algorithm (GA) literature.  A sample 
problem is then presented to illustrate how GAs work; a 
step-by-step analysis illustrates a GA application, with 
options discussed for some of the individual operations.   

1.4.2  An Overview of Genetic Algorithms 

   Genetic algorithms (GAs) are search algorithms that reflect 
in a primitive way some of the processes of natural 
evolution.  (As such, they are analogous to artificial neural 
networks’ status as primitive approximations to biological 
neural processing.)  Engineers and computer scientists do 
not care as much about the biological foundations of GAs as 
their utility as analysis tools (another parallel with neural 
networks).  GAs often provide very effective search 
mechanisms that can be used in optimization or 
classification applications. 
   EC paradigms work with a population of points, rather 
than a single point; each “point” is actually a vector in 
hyperspace representing one potential, or candidate, solution 
to the optimization problem.  A population is thus just an 
ensemble, or set, of hyperspace vectors.  Each vector is 
called an individual in the population; sometimes an 
individual in GA is referred to as a chromosome, because of 
the analogy to genetic evolution of organisms. 
   Because real numbers are often encoded in GAs using 
binary numbers, the dimensionality of the problem vector 
might be different from the dimensionality of the bitstring 
chromosome.  The number of elements in each vector 
(individual) equals the number of real parameters in the 
optimization problem.  A vector element generally 
corresponds to one parameter, or dimension, of the numeric 
vector.  Each element can be encoded in any number of bits, 
depending on the representation of each parameter.  The 
total number of bits defines the dimension of hyperspace 
being searched.  If a GA is being used to find “optimum” 
weights for a neural network, for example, the number of 
vector elements equals the number of weights in the 
network.  If there are w weights, and it is desired to calculate 
each weight to a precision of b bits, then each individual will 
consist of bw ⋅  bits, and the dimension of binary hyperspace 
being searched is 2 wb . 
   The series of operations carried out when implementing a 
“plain vanilla” GA paradigm is: 
1. Initialize the population, 
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2. Calculate fitness for each individual in the population, 
3. Reproduce selected individuals to form a new 

population, 
4. Perform crossover and mutation on the population, and 
5. Loop to step 2 until some condition is met. 
 
   In some GA implementations, operations other than 
crossover and mutation are carried out in step four. 

1.4.3  A Simple GA Example Problem 

   Because implementing a “plain vanilla” GA paradigm is so 
simple, a sample problem (also simple) seems to be the best 
way to introduce most of the basic GA concepts and 
methods.  As will be seen, implementing a simple GA 
involves only copying strings, exchanging portions of 
strings, and flipping bits in strings. 
   Our sample problem is to find the value of x that 
maximizes the function )256/sin()( xxf π=  over the range 

2550 ≤≤ x , where values of x are restricted to integers.  This 
is just the sine function from zero to π  radians.  Its 
maximum value of 1 occurs at π/2, or x = 128.  The 
function value and the fitness value are thus defined to be 
identical for the sample problem. 
   There is only one variable in our sample problem: x.  It is 
assumed for the sample problem that the GA paradigm uses 
a binary alphabet.  The first decision to be made is how to 
represent the variable.  This has been made easy in this case 
since the variable can only take on integer values between 0 
and 255.  It is therefore logical to represent each individual 

in our population with an eight-bit binary string.  The binary 
string 00000000 will evaluate to 0, and 11111111 to 255. 
   It next must be decided how many individuals will make 
up the population.  In an actual application, it would be 
common to have somewhere between a few dozen and a few 
hundred individuals.  For the purposes of this illustrative 
example, however, the population consists of eight 
individuals. 
   The next step is to initialize the population.  This is usually 
done randomly.  A random number generator is thus used to 
assign a 1 or 0 to each of the eight positions in each of the 
eight individuals, resulting in the initial population in Figure 
1.  Also shown in the figure are the values of x and f(x) for 
each binary string. 
   After fitness calculation, the next step is reproduction.  
Reproduction consists of forming a new population with the 
same total number of individuals by selecting from members 
of the current population with a stochastic process that is 
weighted by each of their fitness values.  In the example 
problem, the sum of all fitness values for the initial 
population is 5.083.  Dividing each fitness value by 5.083, 
then, yields a normalized fitness value fnorm for each 
individual.  The sum of the normalized values is 1. 
   These normalized fitness values are used in a process 
called “roulette wheel” selection, where the size of the 
roulette wheel wedge for each population member, which 
reflects the probability of that individual being selected, is 
proportional to its normalized fitness value. 
 

 
Individuals x f(x) fnorm cumulative

fnorm 
1 0 1 1 1 1 0 1 189 .733 .144 .144
1 1 0 1 1 0 0 0 216 .471 .093 .237
0 1 1 0 0 0 1 1 99 .937 .184 .421
1 1 1 0 1 1 0 0 236 .243 .048 .469
1 0 1 0 1 1 1 0 174 .845 .166 .635
0 1 0 0 1 0 1 0 74 .788 .155 .790
0 0 1 0 0 0 1 1 35 .416 .082 .872
0 0 1 1 0 1 0 1 53 .650 .128 1.000

 
 

Figure 1:  Initial population and f(x) values for GA example. 
 
   The roulette wheel is spun by generating eight random 
numbers between 0 and 1.  If a random number is between 0 
and .144, the first individual in the existing population is 
selected for the next population.  If one is between .144 and 
(.144 + .093) = .237, the second individual is selected, and 
so on.  Finally, if the random number is between (1 - .128) = 
.872 and 1.0, the last individual is selected.  The probability 
that an individual is selected is thus proportional to its fitness 

value.  It is possible, though highly improbable, that the 
individual with the lowest fitness value could be selected 
eight times in a row and make up the entire next population.  
It is more likely that individuals with high fitness values are 
picked more than once for the new population. 
   The eight random numbers generated are .293, .971, .160, 
.469, .664, .568, .371, and .109.  This results in initial 
population member numbers 3, 8, 2, 5, 6, 5, 3, and 1 being 
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chosen to make up the population after reproduction, as 
shown in Figure 2. 
 

 
0 1 1 0 0 0 1 1
0 0 1 1 0 1 0 1
1 1 0 1 1 0 0 0
1 0 1 0 1 1 1 0
0 1 0 0 1 0 1 0
1 0 1 0 1 1 1 0
0 1 1 0 0 0 1 1
1 0 1 1 1 1 0 1

 
Figure 2: Population after reproduction. 

 
   The next operation is crossover.  To many evolutionary 
computation practitioners, crossover of binary encoded 
substrings is what makes a genetic algorithm  a genetic 
algorithm.  Crossover is the process of exchanging portions 
of the strings of two “parent” individuals.   
An overall probability is assigned to the crossover process 
which is the probability that, given two parents, the 
crossover process will occur.  This crossover rate is often in 
the range of .65 to .80; a value of .75 is selected for the 
sample problem. 

   First, the population is paired off randomly into pairs of 
parents.  Since the order of the population after reproduction 
in Figure 3 is already randomized, parents will be paired as 
they appear there.  For each pair, a random number is 
generated to determine whether crossover will occur.  It is 
determined that three of the four pairs will undergo 
crossover. 
   Next, for the pairs undergoing crossover, two crossover 
points are selected at random.  (Other crossover techniques 
are discussed later in this tutorial.)  The portions of the 
strings between the first and second crossover points 
(moving from left to right in the string) will be exchanged.  
The paired population, with the first and second crossover 
points labeled for the three pairs of individuals undergoing 
crossover, is illustrated in Figure 3a prior to the crossover 
operation.  The portions of the strings to be exchanged are in 
bold.  Figure 3b illustrates the population after crossover is 
performed. 
   Note that, for the third pair from the top, the first crossover 
point is to the right of the second.  The crossover operation 
thus “wraps around” the end of the string, exchanging the 
portion between the first and the second, moving from left to 
right.  For two-point crossover, then, it is as if the head (left 
end) of each individual string is joined to the tail (right end), 
thus forming a ring structure.  The section exchanged starts 
at the first crossover point, moving to the right along the 
binary ring, and ends at the second crossover point.  The 
values of x and f(x) for the population following crossover 
appear in Figure 3c and 3d, respectively.

1 2 Individuals x f(x)
0 1 1|0 0 0|1 1 0 1 1 1 0 1 1 1 119 .994
0 0 1|1 0 1|0 1 0 0 1 0 0 0 0 1 33 .394

1 2

1|1 0 1 1|0 0 0 1 0 1 0 1 0 0 0 168 .882
1|0 1 0 1|1 1 0 1 1 0 1 1 1 1 0 222 .405

2 1

0 1|0 0 1 0 1|0 1 0 0 0 1 0 1 0 138 .992
1 0|1 0 1 1 1|0 0 1 1 0 1 1 1 0 110 .976

0 1 1 0 0 0 1 1 0 1 1 0 0 0 1 1 99 .937
1 0 1 1 1 1 0 1 1 0 1 1 1 1 0 1 189 .733

(a) (b) (c) (d) 
 

Figure 3:  Population before crossover showing crossover points (a); after crossover (b); and values of x (c) and f(x) (d) after 
crossover. 
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   The final operation in this plain vanilla genetic algorithm 
is mutation.  Mutation consists of flipping bits at random, 
generally with a constant probability for each bit in the 
population.  As is the case with the probability of crossover, 
the probability of mutation can vary widely according to the 
application and the preference of the researcher.  Values of 
between .001 and .01 are not unusual for the mutation 
probability.  This means that the bit at each site on the 
bitstring is flipped, on average, between 0.1 and 1.0 percent 
of the time.  One fixed value is used for each generation and 
often is maintained for an entire run. 
   Since there are 64 bits in the example problem’s 
population (8 bits × 8 individuals), it is quite possible that 
none would be altered as a result of mutation, so the 
population of Figure 3b will be taken as the “final” 
population after one iteration of the GA procedure.  Going 
through the entire GA procedure one time is said to produce 
a new generation.  The population of Figure 3b therefore 
represents the first generation of the initial randomized 
population. 
   Note that the fitness values now total 6.313, up from 5.083 
in the initial random population, and that there are now two 
members of the population with fitness values higher than 
.99.  The average and maximum fitness values have thus 
both increased. 
   The population of Figure 3b, and the corresponding fitness 
values in Figure 3d are now ready for another round of 
reproduction, crossover, and mutation, producing yet another 
generation.  More generations are produced until some 
stopping condition is met.  The researcher may simply set a 
maximum number of generations to let the algorithm search, 
may let it run until a performance criterion has been met, or 
may stop the algorithm after some number of generations 
with no improvement. 

1.4.4  A Review of GA Operations 

   Now that one iteration of the GA operations (one 
generation) for the example problem has been completed, 
each of the operations is reviewed in more detail.  Various 
approaches, and reasons for each, are examined. 

1.4.4.1  Representation of Variables 
   The representation of the values for the variable x was 
made (perhaps unrealistically) straightforward by choosing a 
dynamic range of 256; an eight-bit binary number was thus 
an obvious approach.  Standard binary coding, however, is 
only one approach; others may be more appropriate.   
   In this example, the nature of the sine function places the 
optimal value of x at 128, where f(x) is 1.  The binary 
representation of 128 is 10000000; the representation of 127 
is 01111111.  Thus, the smallest change in fitness value can 
require a change of every bit in the representation.  This 

situation is an artifact of the encoding scheme and is not 
desirable – it only makes the GA’s search more difficult.  
Often, a better representation is one in which adjacent 
integer values have a Hamming distance of one; in other 
words, adjacent values differ by only a single bit.  One such 
scheme is Gray coding. 
   Some GA software allows the user to specify the dynamic 
range and resolution for each variable.  The program then 
assigns the correct number of bits, and the coding.  For 
example, if a variable has a range from 2.5 to 6.5 (a dynamic 
range of 4) and it is desired to have a resolution of three 
decimal places, the product of the dynamic range and the 
resolution requires a string 12 bits long, where the string of 
0s represents the value 2.5.  A major advantage of being able 
to represent variables in this way is that the user can think of 
the population individuals as real-valued vectors rather than 
as bit strings, thus simplifying the development of GA 
applications.  
   The “alphabet” used in the representation can, in theory, be 
any finite alphabet.  Thus, rather than using the binary 
alphabet of 1 and 0, we could use an alphabet containing 
more characters or numbers.  Most GA implementations, 
however, use the binary alphabet. 

1.4.4.2  Population Size 
   De Jong’s dissertation (1975) offers guidelines that are still 
usually observed: start with a relatively high crossover rate, 
a relatively low mutation rate, and a moderately sized 
population – though just what constitutes a moderately sized 
population is unclear.  The main trade-off is obvious: a large 
population will search the space more completely, but at a 
higher computational cost.  The authors generally have used 
populations of between 20 and 200 individuals, depending, it 
seems, primarily on the string length of the individuals.  It 
also seems (in the authors’ experience) that the sizes of 
populations used tend to increase approximately linearly 
with individual string length, rather than exponentially, but 
“optimal” population size (if an optimal size exists) depends 
on the problem, as well. 

1.4.4.3  Population Initialization 
   The initialization of the population is usually done 
stochastically, though it is sometimes appropriate to start 
with one or more individuals that are selected heuristically.  
The GA is thereby initially aimed in promising directions, or 
given hints.  It is not uncommon to seed the population with 
a few members selected heuristically, and to complete the 
population with randomly chosen members.  Regardless of 
the process used, the population should represent a wide 
assortment of individuals.  The urge to skew the population 
significantly should generally be avoided, if the limited 
experience of the authors is generalizable. 
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1.4.4.4  Fitness Calculation 
   The calculation of fitness values is conceptually simple, 
though it can be quite complex to implement in a way that 
optimizes the efficiency of the GA’s search of the problem 
space.  In the example problem, the value of f(x) varies 
(quite conveniently) from 0 to 1.  Lurking within the 
problem, however, are two drawbacks to using the “raw” 
function output as a fitness function: one that is common to 
many implementations, the other arising from the nature of 
the sample problem. 
   The first drawback, common to many implementations, is 
that after the GA has been run for a number of generations it 
is not unusual for most (if not all) of the individuals’ fitness 
values, after, say, a few dozen generations, to be quite high.  
In cases where the fitness value can range from 0 to 1, for 
example (as in the sample problem), most or all of the fitness 
values may be 0.9 or higher.  This lowers the fitness 
differences between individuals that provide the impetus for 
effective roulette-wheel selection; relatively higher fitness 
values should have a higher probability of reproduction. 
   One way around this problem is to equally space the 
fitness values.  For example, in the sample problem, the 
fitness values used for reproduction could be equally spaced 
from 0 to 1, assigning a fitness value of 1 to the most fit 
population member, 0.875 to the second, and 0.125 to the 
lowest fitness value of the eight.  In this case the population 
members are ranked on the basis of fitness and then their 
ranks are divided by the number of individuals to provide a 
probability threshold for selection.  Note that the value of 0 
is often not assigned, since that would result in one 
population member being made ineligible for reproduction.  
Also note that f(x), the function result, is now not equal to 
the fitness, and that in order to evaluate actual performance 
of the GA, the function value should be monitored as well as 
the spaced fitness. 
   Another way around the problem is to use what is called 
scaling.  Scaling takes into account the recent history of the 
population, and assigns fitness values on the basis of 
comparison of individuals’ performance to the recent 
average performance of the population.  If the GA 
optimization is maximizing some function, then scaling 
involves keeping a record of the minimum fitness value 
obtained in the last w generations, where w is the size of the 
scaling window.  If, for example, w = 5, then the minimum 
fitness value in the last five generations is kept and used 
instead of 0 as the “floor” of fitness values.  Fitness values 
can be assigned a value based on their actual distance from 
the floor value, or they can be equally spaced, as described 
earlier. 
   The second drawback is that the example problem 
exacerbates the compression of fitness values situation 
described earlier, because near the global optimum fitness 

value of 1, f(x) (which is also the fitness) is relatively flat.  
There is thus relatively little selection advantage for 
population members near the optimum value x = 128.  If this 
situation is known to exist, a different representation scheme 
might be selected, such as defining a new fitness function 
which is the function output raised to some power. 
   Note that the shape of some functions “assists” 
discrimination near the optimum value.  For example, 
consider maximizing the function f(x) = x2  over the range 0 
to 10; there is a higher differential in values of f(x) between 
adjacent values of x near 10 than near 0.  Thus slight change 
of the independent variable results in great improvement or 
deterioration of performance – which is equally informative 
– near the optimum. 
   In the discussion thus far, it has been assumed that 
optimization implies finding a maximum value.  Sometimes, 
of course, optimization requires finding a minimum value.  
Some versions of GA implementations allow for this 
possibility.  Often, it is required that the user specify the 
maximum value fmax  of the function being optimized, f(x), 
over the range of the search.  The GA then can be 
programmed to maximize the fitness function fmax  − f(x).  In 
this case, scaling, described above, keeps track of fmax  over 
the past w generations and uses it as a “roof” value from 
which to calculate fitness. 

1.4.4.5  Roulette Wheel Selection 
   In genetic algorithms, the expected number of times each 
individual in the current population is selected for the new 
population is proportional to the fitness of that individual 
relative to the average fitness of the entire population.    
Thus, in the initial population of the example problem, 
where the average fitness was 5.083/8 = 0.635, the third 
population member had a fitness value of 0.937, so it could 
be expected to appear about 1.5 times in the next population; 
it actually appeared twice. 
   The conceptualization is that of a wheel whose surface is 
subdivided into wedges representing the probabilities for 
each individual.  For instance, one point on the edge is 
determined to be the zero point and each arc around the 
circle corresponds to an area on the number line between 
zero and one.  A random number is generated, between 0.0 
and 1.0, and the individual whose wedge contains that 
number is chosen. 
   In this way, individuals with greater fitness are more likely 
to be chosen.  The selection algorithm can be repeated until 
the desired number of individuals have been selected. 
   One variation on the basic roulette wheel procedure is a 
process developed by Baker (1987) in which the portion of 
the roulette wheel is assigned based on each unique string’s 
relative fitness.  One spin of the roulette wheel then 
determines the number of times each string will appear in the 



 

 

 

10

next generation.  To illustrate how this is done, assume the 
fitness values are normalized (sum of all equals 1).  Each 
string is assigned a portion of the roulette wheel proportional 
to its normalized fitness.  Instead of one “pointer” on the 
roulette wheel spun n times, there are n pointers spaced 1/n 
apart; the n-pointer assembly is spun once.  Each of the n 
pointers now points to a string; each place one of the n 
pointers points determines one population member in the 
next generation.  If a string has a normalized fitness greater 
than 1/n (corresponding to an expected value greater than 1), 
it is guaranteed at least one occurrence in the next 
generation. 
   In the discussion thus far, it has been assumed that all of 
the population members are replaced each generation.  
Although this is often the case, it sometimes is desirable to 
replace only a portion of the population, say, the 80 percent 
with the worst fitness values.  The percentage of the 
population replaced each generation is sometimes called the 
generation gap. 
   Unless some provision is made, with standard roulette 
wheel selection it is possible that the individual with the 
highest fitness value in a given generation may not survive 
reproduction, crossover, and mutation to appear unaltered in 
the new generation.  It is frequently helpful to use what is 
called the elitist strategy, which ensures that the individual 
with the highest fitness is always copied into the next 
generation. 

1.4.4.6  Crossover 
   The most important operator in GA is crossover, based on 
the metaphor of sexual combination.  (An operator is a rule 
for changing a proposed problem solution.)  If a solution is 
encoded as a bitstring, then mutation may be implemented 
by setting a probability threshold and flipping bits when a 
random number is less than the threshold.  As a matter of 
fact, mutation is not an especially important operator in GA; 
it is usually set at a very low rate or omitted altogether.  
Crossover is more important, and adds a new dimension to 
the discussion of evolution so far. 
   Other evolutionary algorithms use`  random 
mutation plus selection as the primary method for searching 
the landscape for peaks or niches.  One of the greatest and 
most fundamental search methods that biological life has 
found is sexual reproduction, which is extremely widespread 

throughout both the animal and plant kingdoms.  Sexual 
reproduction capitalizes on the differences and similarities 
among individuals within a species; where one individual 
may have descended from a line that contained a good 
solution to one set of environmental constraints, another 
individual might have evolved to deal better with another 
aspect of survival.  Perhaps one genetic line of rabbits has 
evolved a winter coloration that protects it through the 
changing seasons, while another has developed a “freeze” 
behavior that makes it hard for predators to spot.  Mating 
between these two lines of rabbits might result in offspring 
lacking both of the advantages, offspring with one or the 
other characteristic either totally or in some degree, and 
might end up with offspring possessing both of the 
advantageous traits.  Selection will decide, in the long run, 
which of these possibilities are most adaptable; the ones that 
adapt, survive. 
   Crossover is a term for the recombination of genetic 
information during sexual reproduction.  In GA, offspring 
have equal probabilities of receiving any gene from either 
parent, as the parents’ chromosomes are combined 
randomly.  In nature, chromosomal combination leaves 
sections intact, that is, contiguous sections of chromosomes 
from one parent are combined with sections from the other, 
rather than simply shuffling randomly.  In GA there are 
many ways to implement crossover.   
   The two main attributes of crossover that can be varied are 
the probability that it occurs and the type of crossover that is 
implemented.  The following paragraphs examine variations 
of each. 
   A crossover probability of 0.75 was used in the sample 
problem, and two-point crossover was implemented.  Two-
point crossover with a probability of 0.60–0.80 is a relatively 
common choice, especially when Gray coding is used. 
   The most basic crossover type is one-point crossover, as 
described by Holland (1975/1992) and others, e.g., Goldberg 
(1989) and Davis (1991).  It is inspired by natural evolution 
processes.  One-point crossover involves selecting a single 
crossover point at random and exchanging the portions of 
the individual strings to the right of the crossover point.  
Figure 4 illustrates one-point crossover; portions to be 
exchanged are in bold in Figure 4a. 
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1 0 1 1 0|0 1 0 1 0 1 1 0 1 0 0
0 1 0 0 1|1 0 0 0 1 0 0 1 0 1 0

(a) (b)

Figure 4: One-point crossover before (a) and after (b) crossover. 
 
   Another type of crossover that has been found useful is 
called uniform crossover, described by Syswerda (1989).  A 
random decision is made at each bit position in the string as 
to whether or not to exchange (crossover) bits between the 
parent strings.  If a 0.50 probability at each bit position is 
implemented, an average of about 50 percent of the bits in 
the parent strings are exchanged.  Note that a 50 percent rate 
will result in the maximum disruption due to uniform 
crossover.  Higher rates just mirror rates lower than 50 
percent.  For example, a 0.60 probability uniform crossover 
rate produces results identical to a 0.40 probability rate.  If 
the rate were 100 percent, the two strings would simply 
switch places, and if it were zero percent neither would 
change. 
   Values for the probability of crossover vary with the 
problem.  In general, values between 60 and 80 percent are 
common for one-point and two-point crossover.  Uniform 
crossover sometimes works better with slightly lower 
crossover probability.  It is also common to start out running 
the GA with a relatively higher value for crossover, then 
taper off the value linearly to the end of the run, ending with 
a value of, say, one-half the initial value. 

1.4.4.7  Mutation 
   In GAs, mutation is the stochastic flipping of bits that 
occurs each generation.  It is done bit-by-bit on the entire 
population.  It is often done with a probability of something 
like .001, but higher probabilities are not unusual.  For 
example, Liepins and Potter (1991) used a mutation 
probability of .033 in a multiple-fault diagnosis application. 
   If the population comprises real-valued parameters, 
mutation can be implemented in different ways.  For 
instance, in an image classification application, Montana 
(1991) used strings of real-valued parameters that 
represented thresholds of event detection rules as the 
individuals.  Each parameter in the string was range-limited 
and quantized (could take on only a certain finite number of 
values).  If chosen for mutation, a parameter was randomly 
assigned any allowed value in the range of values valid for 
that parameter. 
   The probability of mutation is often held constant for the 
entire run of the GA, although this approach will not 
produce optimal results in many cases.  It can be varied 
during the run, and if varied, usually is increased.  For 
example, mutation rate may start at .001 and end at .01 or so 

when the specified number of generations has been 
completed.  In the software implementation described in 
Appendix B, a flag in the run file can be set that increases the 
mutation rate significantly when the variability in fitness 
values becomes low, as is often the case late in the run. 

1.4.4.8  Final Comments on Genetic Algorithms 
   In sum, the genetic algorithm operates by evaluating a 
population of bitstrings (there are real-numbered GAs, but 
binary implementations are more common), and selecting 
survivors stochastically based on their fitness, so fitter 
members of the population are more likely to survive.  
Survivors are paired for crossover, and often some mutation 
is performed on chromosomes.  Other operations might be 
performed as well, but crossover and mutation are the most 
important ones.  Sexual recombination of genetic material is 
a powerful method for adaptation. 
   The material on genetic algorithms in this tutorial has 
provided only an introduction to the subject.  It is suggested 
that the reader explore GAs further by sampling the 
references cited in this section.  With further study and 
application, it will become apparent why GAs have such a 
devoted following.  In the words of Davis (1991): 

“… [T]here is something profoundly moving about 
linking a genetic algorithm to a difficult problem and 
returning later to find that the algorithm has evolved a 
solution that is better than the one a human found.  With 
genetic algorithms we are not optimizing; we are 
creating conditions in which optimization occurs, as it 
may have occurred in the natural world.  One feels a kind 
of resonance at such times that is uncommon and 
profound.” 

   This feeling, of course, is not unique to experiences with 
GAs; using other evolutionary algorithms can result in 
similar feelings.   

1.5  Particle Swarm Optimization  

1.5.1  Introduction 

   This section presents an evolutionary computation method 
for optimization of continuous nonlinear functions.  The 
method was discovered by Jim Kennedy through simulation 
of a simplified social model; thus, the social metaphor is 
discussed, though the algorithm stands without metaphorical 
support.  Much of the material appearing in this section was 
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initially presented at two conferences (Kennedy and 
Eberhart 1995; Eberhart and Kennedy 1995).  A special 
acknowledgment is due to Jim Kennedy for origination of 
the concept, and for many of the words in this section, which 
are his.  Any mistakes, of course, are the responsibility of the 
author. 
   The particle swarm optimization concept is described in 
terms of its precursors, and the stages of its development 
from social simulation to optimizer are briefly reviewed.  
Discussed next are two paradigms that implement the 
concept, one globally oriented (GBEST) and one locally 
oriented (LBEST), followed by results obtained from 
applications and tests upon which the paradigms have been 
shown to perform successfully. 
   Particle swarm optimization has roots in two main 
component methodologies.  Perhaps more obvious are its 
ties to artificial life (A-life) in general, and to bird flocking, 
fish schooling, and swarming theory in particular.  It is also 
related, however, to evolutionary computation, and it has ties 
to both genetic algorithms and evolution strategies (Baeck 
1995). 
   Particle swarm optimization comprises a very simple 
concept, and paradigms are implemented in a few lines of 
computer code.  It requires only primitive mathematical 
operators, and is computationally inexpensive in terms of 
both memory requirements and speed.  Testing has found the 
implementations to be effective with several kinds of 
problems (Eberhart and Kennedy 1995).  This section 
discusses application of the algorithm to the training of 
neural network weights.  Particle swarm optimization has 
also been demonstrated to perform well on genetic algorithm 
test functions.  The performance on Schaffer’s f6 function, as 
described in Davis (1991), is discussed. 
   Particle swarm optimization can be used to solve many of 
the same kinds of problems as genetic algorithms.  This 
optimization technique does not suffer, however, from some 
of difficulties encountered with genetic algorithms; 
interaction in the group enhances rather than detracts from 
progress toward a solution.  Further, a particle swarm system 
has memory, which a genetic algorithm population does not 
have.  Change in genetic populations results in destruction of 
previous knowledge of the problem, except when elitism is 
employed, in which case usually one or a small number of 
individuals retain their “identities.”  In particle swarm 
optimization, individuals who fly past optima are tugged to 
return toward them; knowledge of good solutions is retained 
by all particles. 

1.5.2  Simulating Social Behavior 

   A number of scientists have created computer simulations 
of various interpretations of the movements of organisms in 
a bird flock or fish school.  Notably, Reynolds (1987) and 

Heppner and Grenander (1990) developed bird flocking 
simulations.  Reynolds was intrigued by the aesthetics of 
bird flocking choreography, and Heppner, a zoologist, was 
interested in discovering the underlying rules that enabled 
large numbers of birds to flock synchronously, often 
changing direction suddenly, scattering and regrouping, etc. 
   Both of these scientists had the insight that local processes, 
such as those modeled by cellular automata, might underlie 
the seemingly unpredictable group dynamics of bird social 
behavior.  Both models relied heavily on manipulation of 
inter-individual distances; that is, the synchrony of flocking 
behavior was thought to be a function of birds’ efforts to 
maintain an optimum distance between themselves and their 
neighbors. 
   It does not seem a too-large leap of logic to suppose that 
some similar rules underlie the social behavior of animals, 
including herds, schools, and flocks, and that of humans.  As 
sociobiologist E. O. Wilson (1975) has written, in reference 
to fish schooling, “In theory at least, individual members of 
the school can profit from the discoveries and previous 
experience of all other members of the school during the 
search for food.  This advantage can become decisive, 
outweighing the disadvantages of competition for food 
items, whenever the resource is unpredictably distributed in 
patches.”  This statement suggests that social sharing of 
information among conspeciates offers an evolutionary 
advantage: this hypothesis was fundamental to the 
development of particle swarm optimization. 
   One motive for developing the simulation was to model 
human social behavior, which is of course not identical to 
fish schooling or bird flocking.  One important difference is 
abstractness.  Birds and fish adjust their physical movement 
to avoid predators, seek food and mates, optimize 
environmental parameters such as temperature, etc.  Humans 
adjust not only physical movement, but cognitive or 
experiential variables as well.  We do not usually walk in 
step and turn in unison (although some fascinating research 
in human conformity shows that we are capable of it); rather, 
we tend to adjust our beliefs and attitudes to conform with 
those of our social peers. 
   This is a major distinction in terms of contriving a 
computer simulation, for at least one obvious reason: 
collision.  Two individuals can hold identical attitudes and 
beliefs without banging together, but two birds cannot 
occupy the same position in space without colliding.  It 
seems reasonable, in discussing human social behavior, to 
map the concept of change into the bird/fish analogue of 
movement. 
   This is consistent with the classic Aristotelian view of 
qualitative and quantitative change as types of movement.  
Thus, besides moving through three-dimensional physical 
space, and avoiding collisions, humans change in abstract 
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multidimensional space, collision-free.  Physical space, of 
course, affects informational inputs, but it is arguably a 
trivial component of psychological experience.  Humans 
learn to avoid physical collision by an early age, but 
navigation of n-dimensional psychosocial space requires 
decades of practice—and many of us never seem to acquire 
quite all the skills we need! 

1.5.3  The Particle Swarm Optimization Concept 

   As mentioned earlier, the particle swarm concept began as 
a simulation of a simplified social milieu.  The original 
intent was to graphically simulate the graceful but 
unpredictable choreography of a bird flock.  Initial 
simulations were modified to incorporate nearest-neighbor 
velocity matching, eliminate ancillary variables, and 
incorporate multidimensional search and acceleration by 
distance (Kennedy and Eberhart 1995).  At some point in the 
evolution of the algorithm, it was realized that the 
conceptual model was, in fact, an optimizer.  Through a 
process of trial and error, a number of parameters extraneous 
to optimization were stripped out of the algorithm, resulting 
in the very simple implementations described next. 
   Particle swarm optimization is similar to a genetic 
algorithm (Davis 1991) in that the system is initialized with 
a population of random solutions.  It is unlike a genetic 
algorithm, however, in that each potential solution is also 
assigned a randomized velocity, and the potential solutions, 
called particles, are then “flown” through hyperspace. 
   Each particle keeps track of its coordinates in hyperspace 
which are associated with the best solution (fitness) it has 
achieved so far.  (The value of that fitness is also stored.)  
This value is called pbest.  Another “best” value that is 
tracked by the global version of the particle swarm optimizer 
is the overall best value, and its location, obtained thus far 
by any particle in the population.  This is called gbest. 
   The particle swarm optimization concept consists of, at 
each time step, changing the velocity (accelerating) each 
particle toward its pbest and gbest (global version).  
Acceleration is weighted by a random term, with separate 
random numbers being generated for acceleration toward 
pbest and gbest. 
   There is also a local version of the optimizer in which, in 
addition to pbest, each particle keeps track of the best 
solution, called lbest, attained within a local topological 
neighborhood of particles.  Both the global and local 
versions are described in more detail later. 
   The only variable that must be specified by the user is the 
maximum velocity to which the particles are limited.  An 
acceleration constant is also specified, but in the experience 
of the authors, it is not usually varied among applications.  
Both the global and local versions of particle swarm 
optimizer implementations are introduced in the next section 

within the context of training a multilayer perceptron 
neural network. 

1.5.4  Training a Multilayer Perceptron 

1.5.4.1  Introduction 
   The problem of finding a set of weights to minimize 
residuals in a feedforward neural network is not a trivial one.  
It is nonlinear and dynamic in that any change of one weight 
may require adjustment of many others.  Gradient descent 
techniques, e.g., back-propagation of error, are usually used 
to find a matrix of weights that meets error criteria, although 
there is not widespread satisfaction with the effectiveness of 
these methods. 
   A number of researchers have attempted to use genetic 
algorithms (GAs) to find sets of weights, but the problem is 
not well suited to crossover.  Because a large number of 
possible solutions exist, two chromosomes with high fitness 
evaluations are likely to be very different from one another.  
Therefore, recombination may not result in improvement. 
   In this example, a three-layer network designed to solve 
the XOR problem is used as a demonstration of the particle 
swarm optimization concept.  The network has two inputs, 
three hidden processing elements (PEs), and one output PE.  
The output PE returns a 1 if both inputs are the same, that is, 
for input vector (1,1) or (0,0), and returns 0 if the inputs are 
different (1,0) or (0,1).  Counting bias inputs to the hidden 
and output PEs, solution of this problem requires estimation 
of 13 floating-point parameters.  Note that, for the current 
presentation, the number of hidden PEs is arbitrary.  A 
feedforward network with one or two hidden PEs can also 
solve the XOR problem. 
   The particle swarm optimization approach is to “fly” a 
population of particles through 13-dimensional hyperspace.  
Each particle is initialized with position and velocity vectors 
of 13 elements.  For neural networks, it seems reasonable to 
initialize all positional coordinates (corresponding to 
connection weights) to within a range of (−1, 1), and 
velocities should not be so high as to fly particles out of the 
usable field.  It is also necessary to clamp velocities to some 
maximum to prevent overflow.  The test examples use a 
population of 20 particles for this problem.  James Kennedy 
and the author have used populations of 10–50 particles for 
other applications.  The XOR data are entered into the net, 
and an error term to be minimized, usually squared error per 
output PE, is computed for each of the 20 particles. 
   As the system iterates, individual agents are drawn toward 
a global optimum based on the interaction of their individual 
searches and the global or local group’s public search.  Error 
threshold and maximum iteration termination criteria have 
been specified.  When these are met, or when a key is 



 

 

 

14

pressed, iterations cease and the best weight vector found is 
written to a file. 

1.5.4.2  The GBEST Model 
   The standard “GBEST” particle swarm algorithm, which is 
the original form of particle swarm optimization developed, 
is very simple.  The procedure listed below is for a 
minimization problem.  For maximization, reverse the 
inequality signs in steps 3 and 4.  The steps to run GBEST 
are: 
1. Initialize an array of particles with random positions and 

velocities on D dimensions. 

2. Evaluate the desired minimization function in D 
variables. 

3. Compare evaluation with particle’s previous best value 
PBEST[]; if current value < PBEST[], then PBEST[] = 
current value and PBESTx[][d] = current position in D-
dimensional hyperspace. 

4. Compare evaluation with group’s overall previous best 
(PBEST[GBEST]); if current value < PBEST[GBEST], 
then GBEST = particle’s array index. 

5. Change velocity by the following formula: V[][d] = 
V[][d] + ACC_CNST*rand()*(PBESTx[][d] -             
Presentx[][d]) + 
ACC_CNST*rand()*(PBESTx[GBEST][d]  -           
Presentx[][d]) 

6. Move to Presentx[][d] + v[][d]; loop to step 2 and repeat 
until a criterion is met. 

1.5.4.3  Varying VMAX and ACC_CONST 
   Particles’ velocities on each dimension are clamped by 
VMAX.  If the sum of accelerations is greater than VMAX, 
which is a system parameter specified by the user, then the 

velocity on that dimension is limited to VMAX.  On any 
particular iteration, a good percentage of particles typically 
are changing at this maximum rate, especially after a change 
in GBEST, when particles swarm from one region toward 
another. 
   Thus, VMAX is a rather important parameter.  It 
determines, for instance, the fineness with which regions 
between the present position and the target position will be 
searched.  If VMAX is too high, particles might fly past 
good solutions.  On the other hand, if VMAX is too small, 
particles may not explore sufficiently beyond good regions.  
Further, they could become trapped in local optima, unable 
to jump far enough to reach a better position in the data 
space. 
   ACC_CONST represents the weighting of the stochastic 
acceleration terms that pull each agent toward PBEST and 
GBEST positions.  Thus, adjustment of this factor changes 
the amount of “tension” in the system.  Low values allow 
agents to roam far from target regions before being tugged 
back, while high values result in abrupt movement toward 
the target regions. 
   Table 1 shows results of manipulating VMAX and 
ACC_CONST for the GBEST model.  Values in the table 
are median numbers of iterations of 20 observations.  In 
some cases, the numbers of which are given in parentheses, 
the swarm settled on a local optimum and remained there 
until iterations equaled 2,000.  This happened four times in 
the condition for VMAX=2.0 and ACC_CONST=2.0, and 
two times in the other two conditions for which VMAX=2.0, 
plus once for VMAX=8.0.  Medians are presented, rather 
than means, because the system was artificially stopped at 
2,000 iterations.  These trials could probably have been run 
to many more than 2,000 iterations; in any case, the means 
would have been inflated, while the effect on medians was 
considerably less.  Median values communicate the number 
of iterations that can be expected in 50 percent of trials. 
 

VMAX ACC_CONST

3.0 2.0 1.0 0.5

2.0 25.5(2) 22(4) 28(2) 37.5(2)

4.0 32(4) 19.5 20.5 34.5

6.0 29 19.5 36.5 33

8.0 31 27 29.5 23.5(1)

Table 1:  Median iterations required to meet a criterion of squared error per PE < .02.  Population is 20 particles.  Numbers in 
parentheses are the number of trials in which the system iterated 2,000 times; in these trials the system was stuck in local optima. 
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1.5.4.4  The LBEST Version 
   Based, among other things, on findings from social 
simulations, it was decided to design a “local” version 
(paradigm) of the particle swarm concept.  In this paradigm, 
particles have information only of their own and their nearest 
neighbors’ bests, rather than that of the entire group.  Instead 
of moving toward the stochastic average of pbest and gbest 
(the best evaluation of the entire group), particles move 
toward the points defined by pbest and “lbest,” which is the 
index of the particle with the best evaluation in the 
neighborhood. 

   In the neighborhood = 2 model, for instance, particle(i) 
compares its error value with particle(i − 1) and particle(i + 
1).  The lbest version was tested with neighborhoods of 
various sizes.  Test results are summarized in the following 
tables for neighborhoods consisting of the immediately 
adjacent neighbors (neighborhood = 2) and of the three 
neighbors on each side (neighborhood = 6). 
   Table 2 shows results of performance on the XOR neural 
network problem with neighborhood = 2.  Note that no trials 
fixated on local optima—nor have any in hundreds of 
unreported tests. 

VMAX ACC_CONST

2.0 1.0 0.5

2.0 38.5 47 37.5

4.0 28.5 33 53.5

6.0 29.5 40.5 39.5

Table 2:  Local version of particle swarm with a neighborhood of two.  Shows median iterations required to meet a criterion of 
squared error per PE < .02 with a population of 20 particles.  There were no trials with more than 2,000 iterations. 

   Cluster analysis of sets of weights from this version 
showed that blocks of neighbors, consisting of regions of 
from two to eight adjacent particles (individuals), had settled 
into the same regions of the solution space.  It appears that 
the relative invulnerability of this version to local optima 
might result from the fact that a number of “groups” of 
particles spontaneously separate and explore different 
regions.  It thus appears to be a more flexible approach to 
information processing than the GBEST model. 
   Nonetheless, though this version rarely if ever becomes 
entrapped in a local optimum, it clearly requires more 

iterations on average to find a criterion error level.  Table 3 
represents tests of an LBEST version with neighborhood = 6, 
that is, with the three neighbors on each side of the particle 
taken into account (with arrays wrapped, so the final particle 
was considered to be beside the first one). 
   This version is prone to local optima, at least when VMAX 
is small, though less so than the GBEST version.  Otherwise 
it seems, in most cases, to perform somewhat less well than 
the standard GBEST algorithm. 

VMAX ACC_CONST

2.0 1.0 0.5

2.0 31.5(2) 38.5(1) 27(1)

4.0 36(1) 26 25

6.0 26.5 29 20

Table 3:  Local version of particle swarm with a neighborhood of six.  Median iterations required to meet a criterion of squared 
error per PE < .02 with a population of 20 particles.  Numbers in parentheses are number of trials in which the system iterated 
2,000 times; in these trials the system was stuck in local optima.  

   In sum, the neighborhood = 2 model offers some intriguing 
possibilities, in that it seems immune to local optima.  It is a 
highly decentralized model, which can be run with any 
number of particles.  Expanding the neighborhood speeds up 
convergence, but introduces the frailties of the GBEST 
model. 

1.6  Conclusions 
   This section has discussed the particle swarm concept and 
examined how changes in the paradigm affect the number of 
iterations required to meet an error criterion, and the 
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frequency with which models cycle interminably around a 
nonglobal optimum.     Three versions were discussed: the 
GBEST model in which each particle has information about 
the population’s best evaluation, and two variations of the 
LBEST version, one with a neighborhood of 6, and one with 
a neighborhood of 2.  It appears that the original GBEST 
version often performs best in terms of median number of 
iterations to converge, while the LBEST version with a 
neighborhood of 2 seems most resistant to local minima. 
   Particle swarm optimization is an extremely simple 
algorithm that seems to be effective for optimizing a wide 
range of functions.  The authors view it as a midlevel form 
of A-life or biologically derived algorithm, occupying the 
space in nature between evolutionary search, which requires 
eons, and neural processing, which occurs (as far as we now 
know) on the order of milliseconds.  Social optimization 
occurs in the time frame of ordinary experience — in fact, it 
is ordinary experience. 
   In addition to their ties with A-life, particle swarm 
paradigms have obvious ties with evolutionary computation.  
Conceptually, they seem to lie somewhere between genetic 
algorithms and evolution strategies.  They are highly 
dependent on stochastic processes, like evolution strategies.  
The adjustment toward pbest and gbest by a particle swarm 
is conceptually similar to the crossover operation utilized by 
genetic algorithms.  They use the concept of fitness, as do all 
evolutionary computation paradigms. 
   Unique to the concept of particle swarm optimization is 
flying potential solutions through hyperspace, accelerating 
toward “better” solutions.  Other evolutionary computation 
schemes operate directly on potential solutions, which are 
represented as locations in hyperspace.  Much of the success 
of particle swarms seems to lie in the particles’ tendency to 
hurtle past their targets.  In his chapter on the optimum 
allocation of trials, Holland (1992) discusses the delicate 
balance between conservative testing of known regions and 
risky exploration of the unknown.  It appears that the particle 
swarm paradigms allocate trials nearly optimally.  The 
stochastic factors allow thorough search of spaces between 
regions that have been found to be relatively good, and the 
momentum effect caused by modifying the extant velocities 
rather than replacing them results in overshooting, or 
exploration of unknown reions of the problem domain. 
   Much further research remains to be conducted on this 
simple new concept and paradigms.  The goals in developing 
them have been to keep them simple and robust; these goals 
seem to have been met.  The algorithm is written in a very 
few lines of code, and requires only specification of the 
problem and a few parameters in order to solve it. 
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Chapter 2: An Introduction to Fuzzy Inference 

 
The fuzzy inference engine is the foundation of most 
fuzzy expert systems and control systems.  From a 
linguistic description of cause and effect of a process, a 
fuzzy inference engine can be designed to emulate the 
process. 

2.1  Fuzzy Sets 
Conventional or crisp sets are binary.  An element 
either belongs to the set or doesn't.  The operations on 
these sets, such as complement, conjunction (logical 
OR) and injunction (logical AND) constitute 
conventional crisp logic. Consider the set of cities that 
lie more than 3000 miles from Los Angeles.  A city 
lies in the set or it doesn’t.  Fuzzy sets, on the other 
hand, have grades of memberships.   The set of cities 
`far' from Los Angeles is an example.  New York is 
clearly farther from LA than Chicago.  Thus, New 
York has a greater membership in this set than does 
Chicago.  The grade of membership lies on the interval 
of zero to one.  The assignment of grades of 
membership is somewhat arbitrary. Different grades 
will typically be assigned by different people.  No 
matter what the assigned membership function, 
however, we expect the membership of New York to 
be greater than that of Chicago.  We can write the 
fuzzy membership function, 

 
Thus, the city of LA has a membership of zero in the 
set while London has a membership of 0.9. 
 
The term far used to define this set is a fuzzy linguistic 
variable.  Language is full of such variables.  
Examples include close, heavy, light, big, small, smart, 
fast, slow, hot, cold, tall and short. For a specific 
element, the membership function for a given fuzzy 
set, say `good Olympic dives’, is equivalent to asking 
the question `On a scale of zero to ten, how good was 
high dive?'  When the Olympic judges hold their signs 
of judgment with numbers from one to ten, their 
individual numerical assessment, divided by 10, is a 
membership assessment of the goodness of the dive.   
 
Linguistic variables are commonly used in human 
communication.  Consider the case of giving a truck 
driver oral instructions to back up.  A crisp command 

would be "Back up the truck 6 feet and 7 and one half 
inches”.  A more typical command consists of a string  
of fuzzy linguistic variables.  `More ... more ... slow ... 
slower ... almost there ... stop!'.  The procedure works 
well even though the underlying membership functions 
for these commands may differ significantly from the 
instructor to the truck driver.  One's specific 
interpretation of the term `slow', for example, may 
differ from the other's. 
 
The fuzzy membership function given in Equation (1) 
is discrete.  Membership functions can also be 
continuous.  For example, the set of tall men  can have 
the membership function shown in Figure (2).  A 
continuous membership function for the set, B, of 
numbers near to two is 

 
A fuzzy set, A, is said to be a subset of B if 
 
 
The set of very good divers is, for example, a subset of 
good divers.  The impact of the adjective very on the 
membership function can be a simple squared 
operation.  For example, the set, V, of  numbers very 
near to two has a membership function 

Note that V is a subset of the fuzzy set B. 

2.2  Differences Between Fuzzy Membership 
Functions and Probability Density 

Functions 
On first exposure, fuzzy membership functions are 
often mistaken as probability density functions.  
Although both measure uncertainty, they are very 
different.  Here are some illustrations of that  
difference. 
 

• = Billy has ten toes.  The probability Billy has 
nine toes is zero.  The membership of Billy in 
the set of people with nine toes, however, is 
nonzero.  A value of 0.7 might be appropriate. 

(1)            London    /9.0York New/8.0
Chicago/5.0LA/0.0
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Figure 2. Illustration of the fuzzy complement, or
NOT, operation.  The fuzzy set, A, from Figure 1,
consists of numbers close to integers.  The
membership function is shown here with broken
lines.  The complement is the set of numbers
NOT close to integers.  The membership function
for this set is show above by a bold line.  The sum
of the membership functions of a set and its
complement add to one.

0                 1              2         3       x

1 

)(xAµ
 

• = A bottle of liquid has a probability of ½ of 
being rat poison and ½ of being pure water.  
A second bottle’s contents, in the fuzzy set of 
liquids containing lots of rat poison, is ½.  
The meaning of  ½ for the two bottles clearly 
differs significantly and would impact your 
choice should you be dieing of thirst. 

 
• = Probabilities can be either crisp of fuzzy.  The 

probability that a fair die will show six is one 
sixth.  This is a crisp probability.  All credible 
mathematicians will agree on this exact 
number. The probability that the result of a 
die throw will be near six, on the other hand, 
is a fuzzy probability.  The weatherman's 
forecast of a probability of rain tomorrow 
being 70% is also a fuzzy probability.  Using 
the same meteorological data, another 
weatherman will typically announce a 
different probability. 

 
 

 

 
 

0                 1             2        3       x    

µA(x) 

0                 1             2        3       x    

µB(x) 

0                 1             2        3       x    0                 1             2        3       x    

µA⋅B(x) µA+B (x)

Figure 1. Illustration of the operations of fuzzy intersection and union on two fuzzy membership functions. 
The fuzzy membership function for the fuzzy set A, shown at the upper left, is for numbers that are close to 
integers.  The fuzzy membership for the set B, numbers near 2, is shown in the upper right.  The membership 
function for the intersection (logical AND) of the two sets, denoted by A⋅B, is the minimum of the two 
component membership functions.  This is illustrated in the bottom left figure with the bold plot.  The fuzzy
OR of the fuzzy sets, denoted A+B, has a membership function equal to the maximum of the two membership 
functions.  The result, shown in the bottom right, corresponds to the membership function of numbers either
close to an integer OR near the number 2. 
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IF   (GPA is H   AND    GRE is H ),  THEN E  ,  
OR IF [(GPA is H AND GRE is F),  
       OR (GPA is F  AND   GRE is H)], THEN G  
OR, IF (GPA is F AND GRE is F),  THEN A     
OR, IF (GPA is P OR GRE is P),   THEN P    

 
TABLE 2: A MORE COMPACT STATEMENT OF THE RULES 
IN TABLE  1.

IF   (½     AND    ¾),           THEN E ,  
OR IF [(½    AND     ¼), OR (½   AND   ¾)], THEN G,
OR, IF (½     AND     ¼),     THEN A,   
OR, IF (0       OR        0),     THEN P .  

 
TABLE 3: NUMERICAL INTERPRETATION OF THE 
ANTECEDENTS IN TABLE 2. 

IF   min(½ ,¾) = ½,              THEN E ,  
OR  IF [ max{min(½,¼), min(½,¾)}] = ½, THEN G, 
OR,  IF  min(½,¼) = ¼,       THEN A,    
OR,  IF max(0,0) = 0,       THEN P .   
 
                    TABLE 4: EVALUATION OF TABLE 3. 

 IF  
an undergraduate's GPA is high AND their GRE score is high,  

THEN  
an undergraduate student will make an excellent graduate student,

 
OR, IF  

their GPA is high AND their GRE score is fair,  
OR  

their GPA is fair AND their GRE score is high. 
THEN  

an undergraduate student will make a good graduate student, 
 
OR, IF  

their GPA is fair AND their GRE score is fair,  
THEN  

an undergraduate student will make an average graduate student, 
 
OR, OTHERWISE,  

the undergraduate student will make a poor graduate student. 
 

TABLE 1: AN EXAMPLE OF RULES USING FUZZY LINGUISTIC VARIABLES. 

2.3  Fuzzy Logic 
Elementary conventional crisp set 
operations include complementing, 
intersection and union.  The same 
operations can be performed on fuzzy 
sets.  For the intersection or AND 
operation, the fuzzy operation 
commonly used is minimum.  For the 
union or OR operation, the maximum 
is used.  Some examples are 
appropriate. 
 
In Figure 1, two fuzzy membership 
functions are shown.  The set A 
consists of those numbers close to 
integers.  The set is B is the set of 
numbers near to two.  Using “+” as the 
fuzzy union operation or, equivalently, 
a fuzzy OR, we form the membership 
function for A+B as 

where “max” 
denotes the maximum operation.  Similarly, for the 
fuzzy AND, using  “⋅” as the intersection operation, 

  
 

where “min” denotes performing the minimum 
operation.  An example of performing fuzzy 
intersection and union is illustrated in Figure 1. 
The complement of a set has a membership function 

This is illustrated in Figure 2. 
 
The intersection and union operations can also be used 
to assign memberships on the Cartesian product of two 
sets.  Consider the fuzzy membership of a set, G, of 
liquids that taste good. 
 

Juice Grape/9.0               
JuiceRadish /5.0           

 WaterSwamp/0.0

+
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Using the set,  LA, of  cities close to Los Angeles in 
Equation 1, we form the set 
 
  E = G ·LA  
      = liquids that taste good AND cities that  

are close to LA  
 

The membership function for E, given in the table on 
the top of the next page, is generated by performing a 
minimum operation on elements of G and LA.  
 
The set G+LA can similarly be defined by taking the 
maximum in this table. 
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 Los Angeles (0.0) Chicago (0.5) New York (0.8) London(0.9) 
Swamp Water  (0.0) 0.00 0.00 0.00 0.00 
Radish Juice    (0.5) 0.00 0.25 0.40 0.45 

Grape Juice      (0.9) 0.00 0.45 0.72 0.81 
The operations of fuzzy intersection, union and 
complement have many properties of their crisp 
counterparts.  Intersection, for example, is distributive 
over the union operation and the union operation is 
distributive over intersection.  DeMorgan's laws are 
applicable.  The fuzzy logic min and max operations, 
however, do not obey the law of excluded middle. 
Specifically, since 

min(µ A,1-µ A)≠0, 
it follows that  

φ≠⋅ AA  
and that fuzzy intersection using min does not obey the 
law of contradiction.  Similarly, since 

max(µ A,1-µ A)≠1 
it follows that 

U≠+ AA  

 
Therefore, fuzzy intersection using the maximum 
operator does not obey the law of excluded middle.1 

2.3.1  Fuzzy If-Then Rules 

Cause and effect statements of a process are stated 
through if-then rules.  Consider the pedagogical 
example in Table 1 wherein the success of an 
undergraduate as a graduate student is inferred through 
consideration of their undergraduate grade point 
averages (GPA's) and their performance on the GRE 
analytic test. 
 

                                                           
1 There are other operations used for fuzzy intersection 
and union other than min and max.  Although some of 
these operations obey the laws of contradiction and 
excluded middle, the result is invariably a sacrifice of 
other properties. 

Note, first, the operations of IF, THEN, AND and OR.  
Each can be interpreted in a fuzzy sense.  The fuzzy 
linguistic variables are written in italics.  These rules 
can be simplified using the following linguistic 
variable abbreviations. 

A   for average,  
 E   for excellent, 
 F   for fair, 
 G   for good,  
 H   for high,  
 L   for low,  
 P   for poor.  

 
The If-Then rules can then be written as shown in 
Table 2. The IF portions of these statements are 
referred to as antecedents.  The THEN portions are the 
consequents. 

2.3.2  Numerical Interpretation of the Fuzzy 
Antecedent 

The first step in building the fuzzy inference engine is 
quantification of the linguistic variables.  For the GPA 
and GRE’s, the fuzzy membership functions will be as 
is shown in Figure 3. 
 
To illustrate, suppose Student A has a GPA of 3.5 and 
a GRE of 725.  This crisp numbers are now fuzzified 
using the membership functions in Figure 3.  For the 
GPA of 3.5, the values from the membership functions 
on the left plot in Figure 3 are 

µP- GPA (3.5) =0,      
µF- GPA (3.5) = ½,      
µH- GPA (3.5) = ½          (2) 

 
Similarly, for the GRE of 733, from the right hand plot 
in Figure 3,  

Figure 3. Fuzzy membership functions for poor, fair and high scores in the GPA and GRE. 
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Figure 5. The results of multiplying each of the fuzzy 
membership functions in Figure 4 by their respective weights.

           2.5                5.0     7.5           10 

1 
 
 
½

Grad  
Student  
Type 

Figure 4. Fuzzy membership functions for poor, average, good
and excellent rated graduate students used as the consequent in 
the running example.

           2.5                5.0     7.5           10 

µP(x)       µA(x)          µG (x)      µE(x) 1

Grad  
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Type 

Figure 6. The gray area is that bounded by the sum of the
weighted membership functions in Figure 5.  The center of
mass of this object, marked by the balance point at d = 7.3, is
the value for the defuzzification.  
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½

Grad  
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If      GPA is  H    And     GRE is H,  Then E,   
Or, If  GPA is H   And     GRE is F,  Then G,   
Or, If  GPA is H   And     GRE is P,  Then P,   
Or, If  GPA is F   And      GRE is H,  Then G,  
Or, If  GPA is F   And      GRE is F,   Then A,   
Or, If  GPA is F   And      GRE is P,  Then P,   
Or, If  GPA is P   And      GRE is H,  Then P,   
Or, If  GPA is P   And      GRE is F,   Then P,   
Or, If  GPA is P   And      GRE is P,   Then P.   
 
TABLE 5 EXHAUSTIVE LISTING OF THE FUZZY 
RULES IN TABLE 1. 

µP- GRE (725) =0, 
µF- GRE (725) = ¼, 

           µH- GRE (725) = ¾                      (3) 
As illustrated in Table 3, these fuzzy values can then 
be used in lieu of the fuzzy antecedent statements in 
the logic statement.  Recall the logical AND as a 
minimum operation and an OR as a maximum.  
Applying gives the results shown in Table 4.  Each of 
the consequent classes is now assigned a value or 
weight in accordance to the fuzzy logic operations.  
Excellent is assigned a value of ½, good a value of ½, 
average a value of  ¼ and poor a value of zero. 
Each consequent is now assigned a value.  It 
remains to combine, or defuzzify, these values into 
a single crisp number representing the consequent.  
To do so, fuzzy membership functions must be 
assigned to each fuzzy linguistic variable defining 
the consequent.  One possibility is shown in Figure 
4.  The type of graduate student will be measured 
on a scale of zero to ten with zero being the worst 
and 10 the most excellent.  This range can be 
assigned fuzzy membership functions as shown in 
Figure 4.   From the analysis, the poor membership 
weight is assigned a value of 0, the average a value 
of ¼, and the good and excellent weights are both 
½.  One popularly used defuzzification method 
simply multiplies each membership function by its 
weight and takes the center of mass of the resulting 
functional sum as the final crisp value.  The 
weighting of the membership functions is shown in 
Figure 5.  The sum of the functions is shown in 
Figure 6. The center of mass of the weighted 
membership functions, in general, is given by 
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where the summation is over all of the consequent 
membership functions, {µn(x)}, and their 
corresponding weights, {αn}.  If the area of the 

nth membership function is 

dxxA nn )(
∞

∞−
= µ  

 
and center of mass 

n

n

n A

dxxx
c

∞

∞−=
)(µ

 

 



 

 

 

24

 
 P F H 
P P P P 
F P A G 
H P G E 

GPA 

G
R
E 

Grad  
Student  
Type 

TABLE 6 MATRIX OF 
FUZZY RULES. 

 
 P�0 F�½ H�½ 

P�0 P�0 P�0 P�0  

F�¼ P�0 A�¼ G�¼ 
H�¾ P�0 G�½ E�½ 

 
 
 

GPA 
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E 

Grad  
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Type 

TABLE 7 MATRIX OF FUZZY RULES WITH 
EXAMPLE ENTRIES. 

Car

Target speed 

Speed 

Speed Error
(E) 

  delay 
 

Fuzzy 
Controller 

Accelerator 
Control 
Signal 

Speed Error 
Change (∆E)

Figure 7. Illustration of a simple fuzzy cruise control. 

Then the defuzzification can be written as 
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For the graduate student example, as illustrated in 
Figure 6, the defuzzification is at d = 7.3.  

2.3.3  Matrix Descriptions of Fuzzy Rules 

 
Fuzzy If-Then rules 
can often be 
conveniently 
expressed in matrix 
form.  The fuzzy If-
Then rules of the 
running example can 
be concisely written 
as is shown in Table 
5.  When thus 
tabulated, the rules 
can be expressed 
nicely in a rule matrix as is shown in Table 6.  From 
this table, we read, for example, “If the GPA is fair 
AND the GRE is fair, then the graduate student will be 
average.”  The matrix structure is convenient for 
visualization of the numerical results of fuzzification.   
The numerical results from Equations (1) and (2) for 
the GPA and GRE of Student A are imposed on the 
rule matrix in Table 6.  Since each rule is linked with a 
fuzzy AND, the matrix entries are equal to the 
minimum of the column and row values.  This is also 
illustrated in Table 7.    
 
To defuzzify from these table entries, we are reminded 
from Table 5 that each of the elements of the matrix 
are linked by fuzzy OR’s.  Thus, the student is good if 
[(GPA is high AND GRE is fair) OR (GPA is fair and 
GRE is high)].   The two entries in Table 7 can thus be 
viewed as being linked by a fuzzy OR or maximum 
operation.  Therefore, the consequent of good is 
assigned a value of  

good � maximum(½,¼)= ½  
 

Similarly, 
            average � ¼ 
            excellent � ½ 
            poor  � maximum(0,0,0,0,0) =  0  
 
These consequent weights will defuzzify using the 
memberships functions in Figure 4, as before, as 7.3. 

2.4  Application to Control 
Fuzzy inference engines can be used effectively in 
many control problems.  For feedback tracking control, 
a commonly used antecedent the error between the 
current and desired state.  The change in error is also 
used.  To illustrate, consider the simple cruise control 
illustrated in Figure 7.  A desired speed is set and the 

car’s accelerator is to be 

set to achieve this speed.  The car’s speed is measured.  
The difference between the true and desired speed is 
the error.  The error is delayed a short period of time 
and subtracted from the current error to assess the 
change in error.  Using the speed error, E, and the 
change in error, ∆E, the rules for the fuzzy cruise 
control might be as shown in Table 8.  The following 
abbreviations are used. 
 
From Table 8, we read, for example, “If the error is 
large positive and the change in error is negative, then 
the acceleration should be made small negative.”  To 
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complete the fuzzy controller, fuzzy membership 
functions must be defined – five each for the two 
antecedents and nine for the consequent.  
Implementation of the fuzzy controller is then carried 
out in the same way as in the graduate student quality 
assessment example.  The error and change of error are 
fuzzified, the weights of the consequent membership 
functions are computed using fuzzy logic, and the final 
control action is determined through the process of 
defuzzification. 
 

As is the case with any design, changes in the 
controller are typically made as its performance is 
monitored.  Tuning of fuzzy membership functions 
and/of rule table entries are typical.  This can 
be achieved with a “man in the loop” or by 
placing the fuzzy control process in that 
automatically tunes the system parameters 
for optimal performance. There exists 
numerous variations of fuzzy logic.  
Remarkably, a fine tuned fuzzy inference 
engine is relatively robust to the choice of its 
underlying fuzzy logic. 
 
Fuzzy control has a great advantage in its 
simplicity.  No knowledge of Laplace 
transforms or migrating poles in the s plane 
is required.  Classical control is a richly developed 
field.  For linear plants, properly tuned conventional 
control will typically perform superiorly.  Fuzzy 
control becomes more valuable when applied to 
nonlinear time-variant plants. 

2.5  Variations 
There exist numerous variations on the 
fundamental fuzzy inference engine thus far 
described.  Some of them are in need of 
address. 

2.5.1  Alternate Fuzzy Logic  

The minimum and maximum operations are 
one of many different operations that can be 
used to perform logical ANDS and ORS.  There also 

exist alternate methods to generate the fuzzy 
complement.  One popular alternate is sum-product 
inferencing, wherein the AND operation is performed 
using a multiplication of membership functions (rather 
than a minimum) and the OR operation by an add 
(rather than a maximum).  It the sum exceeds one, the 
value of the union is typically set to one. 

2.5.2  Defuzzification  

Defuzzification was performed in Figure 6 as the 
center of mass of the weighted membership functions.  
More generally, any measure of central tendency of the 
function can suffice.  The median, for example, could 
have been used.  (The defuzzification, in this case, 
would be at 7.5).  Also, the manner in which the 
consequent membership functions are weighted can 
differ.  The membership functions in Figure 4, for 
example, were multiplicatively weighted to give the 
curves shown in Figure 5.  The curves in Figure 5 are 
added and the center of mass used to find the 
defuzzified output.  A commonly used alternate 
method clips the consequence membership functions at 
their weight value. Recall that the weights for the 
membership functions for Figure 4 were (P,A,G,E) =   
(0, ¼, ½, ½).  Using these as clip values, the result, 
when applied to the fuzzy membership functions in 

Figure 4, is shown in Figure 8.  The sum of these 
curves is shown in Figure 9.  The center of mass of this 
curve, or some other measure of the curve’s central 
tendency, is the resultant value for defuzzification. 

 

Figure 8. An alternate method of applying the weights of the 
fuzzy consequents is by clipping the consequent membership
functions.  Here, the membership functions in Figure 4 are
clipped in accordance to the running example. 
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Figure 9. Addition of the clipped membership 
functions in Figure 8. 
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2.5.3  Weighting Consequents  

In Table 7, a given consequent component’s weight 
was generated be taking the maximum of all the entries 
for the fuzzy set.  The final weight for G = good, for 
example, was max(½,¼) =½.  In practice, a number of 
alternate combinations or aggregations of these 
weights can be used to determine the composite weight 
other than the maximum operation. 
Alternate Inferencing Methods  
There exist alternate methods of fuzzy inferencing.  
Data base inferencing establishes the fuzzy rule table 
from a data base rather than based on fuzzy linguistic 
variables.  A powerful generalization proposed by 
Sugeno replaces the consequents with algebraic 
expressions. 

2.6  Further Reading 
There are numerous excellent texts of fuzzy systems 
and fuzzy control.  The offerings by George Klir are 
especially clear and precise.  Two books of collections 
of papers are those edited by Bezdek & Pal and Marks.  
The papers in Bezdek’s anthology focus on pattern 
recognition.  Marks’ collection contains papers on 
applications of fuzzy logic.  Papers are included in the 
application of fuzzy systems to numerous fields.  The 
original 1965 paper by Lotfi Zadeh, included in 
Bezdek’s book, is both remarkably readable and 

currently relevant.  It still serves as a superb 
introduction to fuzzy sets.  The paper by Arabshahi et 
al. presents one of many ways which a fuzzy inference 
engine can be tuned. Matlab’s fuzzy system toolbox is 
an excellent software tool for fuzzy system simulation.  

 
• = P. Arabshahi, R.J. Marks II, S. Oh, T.P. Caudell , 

J.J. Choi, and B.G. Song, “Pointer Adaptation and 
Pruning of Min-Max Fuzzy Estimation”,  IEEE 
Transactions on Circuits and Systems II: 
Analog and Digital Signal Processing, vol.44, 
no.9, September 1997, pp.696-709 

• = J.C. Bezdek and S.K. Pal, Fuzzy Models for 
Pattern Recognition, (IEEE Press, New 
York,1992). 

• = J.C. Bezdek, "Editorial: Fuzzy models - what are 
they, and why?", IEEE Transactions on Fuzzy 
Systems, vol.1, no.1, pp. 1-6 (1993). 

• = M.E. El-Hawary, editor, Fuzzy System Theory in 
Electrical Power Engineering, (IEEE 
Press,1998), pp.85-111. 

• = George J. Klir, Bo Yuan, Fuzzy Sets and Fuzzy 
Logic: Theory and Applications (Prentice Hall, 
1995).  

• = R.J. Marks II, Editor, Fuzzy Logic Technology 
and Applications, (IEEE Technical Activities 
Board, Piscataway, 1994). 
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Chapter 3: Application of Evolutionary Technique to Power System 
Security Assessment 

 
 

3.1  Abstract 
This chapter presents an application of Evolutionary 

Computation to the problem of dynamic security assessment.  
EC can be developed to enhance the accuracy of partially 
trained multilayer perceptron neural networks in specific 
operating regions.  The technique is based on query learning 
algorithms and evolutionary-based boundary marking 
algorithm to evenly spread points on a power system 
security boundary.  These points are then presented to an 
oracle (i.e. simulator) for validation.  Any points that are 
discovered to have excessive error are then added to the 
neural network training data and the network is retrained.  
This technique has advantage over existing training methods 
because it produces training data in regions that are poorly 
learned and thus can be used to improve the accuracy of the 
neural network in these specific regions.    

3.2  Introduction 
The modern trend towards deregulation is altering the 

manner in which electric power systems are operated.  In the 
past, electric utilities were able to justify improvements in 
system infrastructure based solely on security 
considerations.  In a deregulated environment this is no 
longer the case ..  Economic pressure tends to delay 
construction of new facilities.  Therefore, utilities are being 
forced to operate their systems closer to their security 
boundaries.  This demands the industry to develop better 
methods of quantifying the real-time security status of their 
systems. 

Several researchers have investigated the use of neural 
networks as a means to predict security status of large 
electric power systems [1-3].  Neural networks provide a 
mapping f(x)=S, where f(.) is the network function, x is a 
vector of network inputs and S is the corresponding security 
status of the power system.  Neural networks offer several 
advantages over traditional security assessment methods 
including faster execution times and the ability to model the 
entire power system in a compact and efficient form. 

McCalley et al. proposed the idea of using neural 
networks as a means of creating nomograms customized to 
the current operating status of the power system [4].  
Nomograms are usually 2-dimensional plots showing the 
relationship of system control variables to the security of the 
system. 

 In [4], a multilayer perceptron neural network was 
trained to learn the security status of a power system given a 

set of precontingency operating variables.  Nomograms were 
then created by fixing a subset of the network input variables 
and adjusting the remaining variables to find the set of 
points   
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Repeated application of a simple one-dimensional root 
finding technique was proposed to generate two-dimensional 
nomograms.  An example of a typical nomogram is shown in 
Figure 1. 

 Jensen et al. [5] proposed a similar idea using an 
inversion of a trained neural network to extract information 
relative to the operation of the system.   A gradient based 
neural network is used for the inversion algorithm to extract 
power system operating information such as the location of 
the security boundary to a given operating state.  This 
information  is used to either avoid insecurity or to regain 
security once  lost. 

Both of the above applications are based on searching the 
functional relationship of a trained neural network.  
Therefore, the accuracy of the neural network is critical to 
their performance.  It is especially important that the neural 
network be accurate in operating regions of interest such as 
near the security boundary.   

This chapter presents an evolutionary-based query 
learning algorithm whereby the accuracy of a partially 
trained neural network can be increased.  Moreover, the 
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Figure 1 Nomogram for two parameters 
showing three security levels 
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proposed algorithm is particularly well suited to quantifying 
and improving performance in specific regions of interest, 
such as security boundaries.  The system is based on a 
boundary marking technique originally proposed by Reed 
and Marks [6] which makes use of an evolutionary algorithm 
to spread points evenly on a contour of interest.  These 
points are then verified via simulations thus quantifying the 
accuracy of the security boundary.  Areas of inaccuracy can 
then be improved by augmenting the training database and 
retraining the neural network. 

 Section 3.3 of this chapter deals with issues involved in 
training neural networks for power system dynamic security 
assessment including; data gathering, training and 
validation.  Section 3.4 introduces the concept of 
evolutionary algorithms and the proposed query learning 
technique of this chapter.  Section 3.5 describes the 
application of this technique to the creation of nomograms 
and the location of critical operating regions using the IEEE 
17 generator transient stability test system as a case study.  
Finally, conclusions are presented in section 3.6. 

3.3  NN's for DSA 
Neural networks have demonstrated the ability to 

approximate complex nonlinear systems when presented  
with a representative sample of training data.  Several 
researchers have reported remarkable results when applying 
the multilayer perceptron neural network to the power 
system security assessment problem [1-3].  Typically, 
traditional methods such as time domain simulations [7] or 
energy function methods [8] are used to generate a database 
of training data.  This database includes examples of all 
power system operating scenarios of interest described by a 
set of selected power system features as well as their 
resulting security measure.  The neural network then adapts 
itself to the training database and produces an approximation 
to the security assessment problem in the form an equation 
f(x)=S, where f is the neural network function, x is the vector 
of power system features and S is the resulting security 
index.  Examples of commonly used security indices include 
energy functions and critical clearing times [7,9]. 

A key advantage of using neural networks is the ability to 
extract operating information after training via neural 
network inversion techniques [10-12].  Neural network 
inversion is the process of finding an input vector that 
produces a desired output response for a trained neural 
network.  For example, consider a neural network trained to 
predict the security S of a power system given a vector of 
system features x.  By clamping the output value S to the 
marginally secure state, say S=0.5, where S=1.0 is secure 
and S=0.0 is insecure, and inverting the network, a 
marginally secure state x' can be found in the input space.  
This state then describes a region of the power system 
operating space where insecurity is likely to occur.  It should 
be noted that since the neural network is typically a many-

to-one mapping,  the inversion is generally not to a unique 
point, but rather to some contour in the input space. 

In this chapter we used the IEEE 17 generator transient 
stability test system as a case study.  We used the EPRI 
energy margin software package called DIRECT [13] to 
create the training database for the neural network.  Software 
was written to automate the data gathering process by 
repeatedly running the DIRECT software to calculate the 
system energy margin for a single fault under many different 
prefault operating states.  The database consists of a set of 
prefault system features, in this case generator settings and 
system load, and the corresponding system energy margin.  
The DIRECT software determines the energy margin, which 
is related to the security of the system, by assigning a 
positive energy margin to secure states and a negative 
energy margin to insecure states.  The magnitude of the 
energy margin indicates the degree of stability or instability. 

A software package called QwikNet [14] to design and 
test the neural network was used.  QwikNet is a remarkable 
windows based neural network simulation package that 
allows experimentation with many different network 
topologies and training algorithms.  After training, the neural 
network function, f(x)=S, can be written to a file in a 
convenient C programming language format that can easily 
be incorporated into the inversion software. 

3.4  Evolutionary-Based Query Learning 
Algorithm 

Query learning [15-16] is a method that can be used to 
enhance the performance of partially trained neural 
networks.  Query learning is based on the notion of asking a 
partially trained network to respond to questions.  These 
questions are also presented to an oracle which always 
responds with the correct answer.  The response of the 
neural network is then compared to that of the oracle and 
checked for accuracy. Areas that are poorly learned by the 
neural network can be thus identified.  Training data is then 
generated in these areas and the network is retrained to 
improve its performance. 

The query learning procedure proposed in this chapter is 
an extension of previously proposed methods.  The principle 
difference is that instead of locating and then querying 
individual points, our algorithm works with a population of 
solutions, thus offering the ability to query entire areas of 
interest.  This algorithm also seeks to evenly distribute the 
points across the area.  Evenly distributing the points is 
important because a global view of the security boundary in 
multiple dimensions is provided thus allowing the entire 
boundary to be queried and potentially improved.  After the 
points are spread, they are simulated via the energy margin 
simulator and their true security index is determined.  If all 
the points are within tolerance the algorithm stops.  
Otherwise, the points with unacceptably large errors are 
added to the training database and the neural network is 
retrained 
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In the evolutionary boundary marking algorithm, all 
reproduction is asexual, i.e. no mating or crossover takes 
place.  Offspring are produced as perturbations of single 
parents.  This concentrates the search in the area close to the 
security boundary and speeds convergence.  The algorithm 
seeks to minimize a fitness function, F, of the following 
form; 
 

 
avgD

SfF 1)( +−= x  

where, 
 f      is the neural network function, 
 x  is the current point, 
 S  is the security boundary, and 
 avgD  average distance to the nearest neighbors 
 
The evolutionary algorithm is randomly initialized with  N 
points and then proceeds as follows. 

1. The population is sorted based on fitness, F. 
2. The M points with the lowest fitness scores are 

deleted. 
3. Replacements are generated for each deleted point: 

(a) M parents are selected proportional to fitness 
from the remaining points. 

(b) New offspring are created as perturbations of 
the selected parents, nxx += parentnew ,  

where ),0(~ σNn . 
(c) Feasibility constraints are enforced on the 

new offspring via the solution of a standard 
power flow. 

4. Repeat until  convergence. 
 
By successively deleting points with poor fitness values and 
replacing them with perturbations of points with high fitness, 
the population tends to spread evenly across the solution  
contour.  Typical values used in this chapter are N=100, 
M=20, m=3 and σ =0.05.  

Figure 2 shows histograms of the initial and final 
population distributions.  It can be seen that the final 
population has converged to the security boundary and is 
evenly spread across the boundary.  These points are then 
added to the training database and the network is retrained.  
Several iterations of query learning may be required produce 
acceptable results. 

3.5  Case Study – IEEE 17 Generator System 
The IEEE 17 generator transient stability test system [17] 

is used to illustrate the performance of the proposed 
algorithm.  This system consists of 17 generators and 162 
buses.  The EPRI energy margin software DIRECT is used 
to determine the energy margin of the system in response to 
a single three phase fault.  Twelve system features are  
selected to represent the system for neural network training.  
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Figure 2 Histograms of the initial population and final population of the boundary marking algorithm 
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These include the real and reactive powers of the 5 
generators closest to the fault location and the total system 
real and reactive load level.  A training database of 436 
samples was created for initial training of the neural network 
by randomly perturbing generation settings and system load 
levels and then simulating each case on the energy margin 
software.  The initial RMS neural network testing error was 
0.113 corresponding to a test database that was not used for 
training.   

The proposed query learning algorithm was then used to 
generate additional training samples near the security 
boundary.  These  points are simulated on the DIRECT 
energy margin simulation software and the points with large 
errors are added to the training data file.  The final training 
database consisted of 1177 training samples and the final 
RMS test error was reduced to 0.062. 

Nomograms were then created from the initial and the 
enhanced neural networks based on the method proposed in 
[4].  These nomograms show the relationship between two 
generator power outputs and the security boundary.  The two 
nomograms are shown in Figure 3 along with the true 
nomogram which was created by repeatedly querying the 
simulator.  It should be noted that the nomogram of the 
simulator as shown in Figure 3 required smoothing by fitting 
a 2nd order polynomial to the raw data.  The smoothing 
operation is required due to the approximations and 
assumptions made by the simulation software.  The RMS 
error for the initial nomogram is 48.53 while the enhanced 
neural network nomogram is 10.11.  This experiment proves 
the viability of the proposed technique in increasing the 
accuracy of a partially trained neural network near the 
security boundary. 

3.6  Conclusions 
This chapter presents an enhanced query learning 

algorithm that effectively locates regions of interest and 
distributes neural network training data in these regions.   
The  process is used to enhance the accuracy of partially 
trained neural networks in specific operating regions.  The 

proposed technique is applied to the problem of generating 
power system operating nomograms from neural networks.  
Results show a nearly 5 fold improvement in RMS error 
when applied to the IEEE 17 generator test system. 
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Chapter 4: Application of EC to Optimization, Model Identification, 
Training and Control 

4.1  Optimization 
Optimization is the basic concept behind the 
application of Evolutionary Computation (EC) to 
any field of interest. Besides the problems in 
which optimization itself is the final goal, it is also 
a way (or the main idea behind) for modeling, 
forecasting, control, simulation, etc. Traditional 
optimization techniques begin with a single 
candidate and iteractively search for the optimal 
solution by applying static heuristics. On the other 
hand, the EC approach uses a population of 
candidates to search several areas of a solution 
space, simultaneously. 
 
Optimization models can be roughly divided in 
two classes: continuous (involving real variables 
only) and discrete (with at least one discrete 
variable). The objective function(s) (single or 
multiple) and the constraints of the problem can 
be linear or nonlinear, convex or concave. 
Optimization techniques can be applied to several 
problems in power systems. Optimal power flow, 
unit commitment and economic dispatch, 
hydrothermal coordination, maintenance 
scheduling, reactive sources allocation and 
expansion planning are the most important 
applications. 
 
Modern heuristic search techniques such as 
evolutionary algorithms are still not competitive 
for continuous optimization problems such as 
optimal power flow. Successive linear 
programming, interior point methods, projected 
augmented Lagrangian, generalized reduced 
gradient, augmented Lagrangian methods and 
sequential quadratic programming have all a long 
history of successful applications to this type of 
problem. However, the trade-off between 
modeling precision and optimality has to be taken 
into account. The power system problems 
mentioned before, including optimal power flow, 
are non-convex and nonlinear. Traditional 
optimization techniques, in order to achieve 
mathematical optimality, have to sacrifice 
modeling accuracy. Evolutionary computation 
allows precise modeling of the optimization 
problem, although usually not providing 
mathematically optimal solutions. Another 
advantage of using evolutionary computation 

techniques is that there is no need for having an 
explicit objective function. Moreover, when the 
objective function is available, it does not have to 
be differentiable. 
 
For discrete optimization problems, classical 
mathematical programming techniques have 
collapsed for large-scale problems. Optimization 
algorithms such as “branch and bound” and 
dynamic programming, which seek for the best 
solution, have no chance in dealing with the above 
mentioned problems, unless significant 
simplifications are assumed (e.g., besides the 
curse of dimensionality, dynamic programming 
has difficulty in dealing with time-dependent 
constraints). Unit commitment, hydrothermal 
coordination, expansion planning (generation, 
transmission, and distribution), reactive 
compensation placement, maintenance 
scheduling, etc have the typical features of a 
large-scale combinatorial optimization problem, 
i.e., NP-complete problems cannot be solved for 
the optimal solution in a reasonable amount of 
time. For this class of problems, general purpose 
heuristic search techniques (problem 
independent), such as evolutionary algorithms, 
have been very efficient for finding good sub-
optimal solutions in reasonable time. 

4.1.1 Modern Heuristic Search Techniques 

Combinatorial optimization usually involves a 
huge number of possible solutions, which makes 
the use of total enumeration techniques 
impossible. Problems of this kind are 
characterized by the fact that the number of 
possible solutions grows exponentially with 
problem size. Since the application of 
optimization methods that could assure the 
optimal solution is computationally impossible, 
heuristic search techniques are frequently adopted. 
Among the heuristic search methods there are the 
ones that apply local search (e.g., hill climbing) 
and the ones that use a non-convex optimization 
approach in which cost-deteriorating neighbors 
are accepted. The most popular methods which go 
beyond simple local search are Genetic 
Algorithms (GA), a form of evolutionary 
computation, Simulated Annealing (SA), and 
Tabu Search (TS). 
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Simulated annealing uses a probability function 
that allows a move to a worse solution with a 
decreasing probability as the search progresses. 
With GA, a pool of solutions is used and the 
neighborhood function is extended to act on pairs 
of solutions. Tabu search uses a deterministic 
rather than stochastic search. Tabu search is based 
on neighborhood search with local optima 
avoidance. In order to avoid cycling, a short-term 
adaptive memory is used in TS. Evolutionary 
computation has a basic distinction when 
compared with other methods based on stochastic 
search. It uses coding (genotypic space) for 
representing the problem. The other methods (e.g., 
SA) solve the optimization problem in the original 
representation space (phenotypic). 
 
The most rigorous global search methods have 
asymptotic convergence proof (also known as 
convergence in probability), i.e., the optimal 
solution is guaranteed to be found if infinity time 
is available. Among SA, GA and TS algorithms, 
simulated annealing and genetic algorithms are 
the only ones with proof of convergence. 
Although the three algorithms have been 
successfully applied to real world problems, 
several crucial parameters of the GA and TS 
algorithms have been selected empirically, since 
there is no theoretical analysis of the impact of 
those parameters on the convergence of these 
algorithms. 
 
The choice of representation for a genetic 
algorithm is fundamental to achieving good 
results. Coding allows a kind of tunneling (i.e., a 
particle has a non-zero probability of passing a 
potential barrier even when it does not have 
enough energy to jump over the barrier) in the 
original search space. The tunneling idea is that 
rather than escaping from local minima by 
random uphill moves, escape can be accomplished 
with the quantum tunnel effect. Therefore, it is not 
the height of the barrier that determines the rate of 
escape from a local optimum but its width relative 
to current populational variance. 
 
The main shortcoming of the standard simulated 
annealing procedure is the slow asymptotic 
convergence with respect to the temperature 
parameter )T( . In the standard algorithm, the 
cooling schedule for asymptotic global 
convergence is proportional to the inverse of the 
logarithm of the number of iterations, i.e., 

)klog1/(c)k(T += . The constant c is the largest 
depth of any local minimum that is not the global 

minimum. Convergence in probability cannot be 
guaranteed for faster cooling rates, e.g. lower 
values for c. 
 
Tabu search owes its efficiency to an experience-
based fine-tuning of a large collection of 
parameters. Tabu search is a general search 
scheme that must be tailored to the details of the 
problem at hand. Unfortunately, there is little 
theoretical knowledge for guiding this tailoring 
process. 
 
Heuristic search methods utilize different 
mechanisms in order to explore the state space. 
These mechanisms are based on three basic 
features: the use of memoryless search (SA and 
GA) or adaptive memory (TS); the kind of 
neighborhood exploration used, i.e., random (SA 
and GA) or systematic (TS); and the number of 
current solutions carried from one iteration to the 
next (GA, on the contrary of SA and TS, takes 
multiples solutions to the next iteration). The 
combination of these transition operators 
(mechanisms for exploring the state space) 
determines the search diversification (global 
exploration) and intensification (local exploration) 
capabilities. 
 
The standard SA algorithm is notoriously 
deficient with respect to the diversification 
capability. On the other hand, GA are poor in 
intensification capability. When the objective 
function has very many equally good local 
minima, wherever the starting point is, a small 
random disturbance can avoid the small local 
minima and reach one of the good ones, making 
this an appropriate problem for SA. However, SA 
is less suitable for a problem in which there is one 
global minimum that is much better than all the 
other local ones. In this case, it is very important 
to find that valley. Therefore, it is better to spend 
less time improving any set of parameters and 
more time working with an ensemble to examine 
different regions of the space. This is the best 
feature of GA. Hybrid methods have been 
proposed in order to improved the robustness of 
the search. 

4.1.2  Power System Applications 

Generation scheduling is the most popular 
application of EC to power systems [1-15]. The 
pioneer paper of Zhuang and Galiana [16] 
inspired subsequent works on the application of 
general-purpose heuristic methods to unit 
commitment and hydrothermal coordination. 
Realistic modeling of these problems is possible 
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when solving with such methods. The general 
problem of generation scheduling is subject to 
constraints such as power balance, minimum 
spinning reserve, energy constraints, minimum 
and maximum allowable generations for each 
unit, minimum up- and down-times of thermal 
generation units, ramp rates limits for thermal 
units, and level constraints of storage reservoirs. 
Incorporation of crew constraints, take-or-pay fuel 
contract [3], water balance constraints caused by 
hydraulic coupling [4], rigorous environmental 
standards [6], multiple-fuel-constrained 
generation scheduling [9], and dispersed 
generation and energy storage [11] is possible 
with EC techniques. 
 
A current trend is the utilization of evolutionary 
computation only for dealing with the discrete 
optimization problem of deciding the on/off status 
of the units. Mathematical programming 
techniques are employed to perform the economic 
dispatch, while meeting all plant and system 
constraints. Expansion planning is another area 
which has been extensively studied with the EC 
approach [17-26]. The transmission expansion 
planning for the North-Northeastern Brazilian 
network, for which optimal solution is unknown, 
has been evaluated using GA. The estimated cost 
is about 8.8% less than the best solution obtained 
by conventional optimization [23]. Maintenance 
scheduling [27], economic dispatch [28], and 
optimal power flow [29] have also been solved by 
EC methods. Another interesting application is the 
simulation of energy markets [30,31]. 

4.1.3  Example 

In this section, the application of GA to the unit 
commitment problem is illustrated. Usually, a 
simple binary coding is chosen to represent a 
solution. Each element of the population is 
represented by a matrix in which the rows show 
the generation units and the columns the 
scheduling period in hours. A “1” at a certain 
position of the matrix indicates that the generation 
unit is “on” at this particular time, while a “0” 
shows the opposite (Fig. 1). 
 

 Hour 1 Hour 2 Hour 3 ... Hour 48
Unit 1 0 1 1 ... 0 
Unit 2 1 1 1 ... 1 

...
 

...
 

...
 

...
 

...
 

...
 

Unit G 0 0 0 ... 1 

Fig. 1: Binary coding of a unit commitment 
solution. 
 

After the selection (random or not) of the initial 
population, each element is evaluated according to 
a fitness function that can incorporate costs and 
relevant constraints. Reference [2] suggests the 
following function: 
 

=

+++=
NC

j
jTTT PFSDSUFCF

1

 

Where: 

jjj VIOLPF .µ= ; 

TFC           → total fuel cost; 

)( TT SDSU → total unit start up (shut down) 
cost; 
NC             → number of violated constraints; 

jVIOL        → constraint j amount of violation; 

jPF            → penalty associated with violated 
constraint j; and 

jµ              → penalty multiplier associated with 
constraint j. 
 
An algorithm for economic dispatch based on 
classical optimization is used to determine the 
generations for each hour, considering only the 
committed (“on”) units. Then, a probabilistic 
selection strategy (e.g., roulette wheel), based on 
the fitness of the current population elements, is 
applied. Afterwards, the crossover operator, used 
with a high probability, generates new solutions. 
Multi-point crossover has been utilized. Next, in 
order to introduce diversity, mutation is 
considered with low probability. Other operators, 
such as elitism and hill-climb operators (e.g., hill-
climb mutation) are frequently utilized. The 
former is used to preserve the best element(s) of 
the current population, while the latter performs 
bit changes whenever the fitness function value is 
improved. The incorporation of a hill-climbing 
mechanism in the genetic search has been 
extremely effective. Another common procedure 
is to scale the fitness function in order to amplify 
the evaluation differences among the population 
elements. 

4.2  MODEL IDENTIFICATION 
System identification methods can be applied to 
estimate mathematical models based on 
measurements. Parametric and non-parametric are 
the two main classes in system identification 
methods. The parametric methods assume a 
known model structure with unknown parameters. 
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Their performance depends on a good guess of the 
model order, which usually requires previous 
knowledge of the system characteristics. System 
identification can be used for modeling a plant or 
a problem solution (e.g., pattern recognition 
[32,33]). 

4.2.1  Dynamic Load Modeling 

The fundamental importance of power system 
components modeling has been shown in the 
literature. Regardless of the study to be 
performed, accurate models for transmission lines, 
transformers, generators, regulators and 
compensators have already been proposed. 
However, the same has not occurred for loads. 
Although the importance of load modeling is well 
known, especially for transient and dynamic 
stability studies, the random nature of a load 
composition makes its representation very 
difficult. 
 
Two approaches have been used for load 
modeling. In the first one, based on the knowledge 
of the individual components, the load model is 
obtained through the aggregation of the load 
components models. The second approach does 
not require the knowledge of the load physical 
characteristics. Based on measurements related to 
the load responses to disturbances, the model is 
estimated using system identification methods. 
 
The composition approach requires information 
that is not generally available, which consists in a 
disadvantage of this method. This approach does 
not seem to be appropriate since the determination 
of an average (and precise) composition for each 
load bus of interest is virtually impossible. The 
second approach does not suffer from this 
drawback since the load to be modeled can be 
assumed a black-box. However, a significant 
amount of data related to staged tests and natural 
disturbances affecting the system needs to be 
collected. 
 
Considering the shortcomings of the two 
approaches, and the fact that data acquisition and 
processing are becoming very cheap, it seems that 
the system identification approach is more in 
accordance to current technology. This approach 
allows real-time load monitoring and modeling, 
which are necessary for on-line stability analysis. 
As the dynamic characteristics of the loads are 
highly nonstationary, structural adaptation of the 
corresponding mathematical models is necessary. 
Evolutionary computation can be used in this 
adaptive process, searching for new model 

structures and parameters. One example of this 
possibility is described in reference [34]. 

4.2.2  Short-Term Load Forecasting 

The importance of short-term load forecasting has 
increased, lately. With deregulation and 
competition, energy price forecasting has become 
a big business. Load bus forecasting is essential 
for feeding the analytical methods used for 
determining energy prices. The variability and 
nonstationarity of loads are getting worse due to 
the dynamics of energy tariffs. Besides, the 
number of nodal loads to be predicted does not 
allow frequent interventions from load forecasting 
specialists. More autonomous load predictors are 
needed in the new competitive scenario. 
 
With power systems growth and the increase in 
their complexity, many factors have become 
influential to the electric power generation and 
consumption (load management, energy 
exchange, spot pricing, independent power 
producers, non-conventional energy, etc). 
Therefore, the forecasting process has become 
even more complex, and more accurate forecasts 
are needed. The relationship between the load and 
its exogenous factors is complex and nonlinear, 
making it quite difficult to model through 
conventional techniques, such as time series linear 
models and linear regression analysis. Besides not 
giving the required precision, most of the 
traditional techniques are not robust enough. They 
fail to give accurate forecasts when quick weather 
changes occur. Other problems include noise 
immunity, portability and maintenance. 
 
Linear methods interpret all regular structure in a 
data set, such as a dominant frequency, as linear 
correlations. Therefore, linear models are useful if 
and only if the power spectrum is a useful 
characterization of the relevant features of a time 
series. Linear models can only represent an 
exponentially growing or a periodically oscillating 
behavior. Therefore, all irregular behavior of a 
system has to be attributed to a random external 
input to the system. Chaos theory has shown that 
random input is not the only possible source of 
irregularity in a system’s output. 
 
The goal in creating an ARMA model is to have 
the residual as white noise [35]. This is equivalent 
to produce a flat power spectrum for the residual. 
However, in practice, this goal cannot be perfectly 
achieved. Suspicious anomalies in the power 
spectrum are very common, i.e., the residual’s 
power spectrum is not really flat. Consequently, it 
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is difficult to say if the residual corresponds to 
white noise or if there is still some useful 
information to be extracted from the time series. 
Neural networks can find predictable patterns that 
cannot be detected by classical statistical tests 
such as auto(cross)correlation coefficients and 
power spectrum. 
 
Besides, many observed load series exhibit 
periods during which they are less predictable, 
depending on the past history of the series. This 
dependence on the past of the series cannot be 
represented by a linear model [36]. Linear models 
fail to consider the fact that certain past histories 
may permit more accurate forecasting than others. 
Therefore, differently from nonlinear models, they 
cannot identify the circumstances under which 
more accurate forecasts can be expected. 
 
The neural networks ability in mapping complex 
nonlinear relationships is responsible for the 
growing number of their applications to load 
forecasting. Several utilities allover the world 
have been applying neural networks to short-term 
load forecasting in an experimental or operational 
basis. Despite their success in that application, 
there are still a number of technical issues that 
surround the application of neural networks to 
load forecasting, particularly with regard to 
parameterization. The dominant issue in the 
application of feedforward neural networks for 
time series forecasting is the question of how to 
achieve good generalization. The neural network 
ability to generalize is extremely sensitive to the 
choice of the network’s architecture, 
preprocessing of data, choice of activation 
functions, the number of training cycles, the size 
of training sets, the learning algorithm and the 
validation procedure. 
 
The main problems of neural network training are 
related to the issues raised in the previous 
paragraph. The huge number of possible 
combinations of all training parameters of a neural 
network model makes its application not very 
reliable. This is especially true when a 
nonstationary system has to be tracked, i.e., 
adaptation is necessary, as it is the case in load 
forecasting. Non-parametric neural network 
models have been proposed in the literature [37]. 
With non-parametric modeling methods, the 
underlying model is not known, and it is estimated 
using a large number of candidate models to 
describe available data. Application of this kind of 
model to short-term load forecasting has been 
neglected. Although the very first attempt to apply 

this idea dates back to 1975 [38], it is still one of 
the few investigations on this subject, despite the 
tremendous increase in computational resources. 

4.3  TRAINING 
The main motivation for developing non-
parametric neural networks is the creation of fully 
data driven models, i.e., automatic selection of the 
candidate model of the right complexity to 
describe the training data. The idea is to leave for 
the designer only the data-gathering task. 
Obviously, the state of the art in this area has not 
reach that far. Every so-called non-parametric 
model still has some dependence on a few pre-set 
training parameters. A very useful byproduct of 
the automatic estimation of the model structure is 
the automatic selection of the most significant 
input variables for synthesizing a desired 
mapping. Input variable selection for neural 
networks has been performed using the same 
techniques applied for linear models. However, it 
has been shown that the best input variables for 
linear models are not among good input variables 
for nonlinear models. 

4.3.1  Pruning Versus Growing 

Non-parametric neural network training uses two 
basic mechanisms for finding the most appropriate 
architecture: pruning and growing. Pruning 
methods assume that the initial architecture 
contains the optimal structure. It is common 
practice to start the search using an oversized 
network. The excessive connections and/or 
neurons have to be removed during training, while 
adjusting the remaining parts. The pruning 
methods have the following drawbacks: 
there is no mathematically sound initialization for 
the neural network architecture, therefore initial 
guesses usually use very large structures; and 
due to the previous argument, a lot of 
computational effort is wasted. 
 
As the growing methods operate in the opposite 
direction of the pruning methods, the 
shortcomings mentioned before are overcome. 
However, the incorporation of one element has to 
be evaluated independently of other elements that 
could be added later. Therefore, pruning should be 
applied as a complementary procedure to growing 
methods, in order to remove parts of the model 
that become unnecessary during the constructive 
process. 
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4.3.2  Types of Approximation Functions 

The greatest concern when applying nonlinear 
neural networks is to avoid unnecessary complex 
models in order to not overfit the training patterns. 
The ideal model is the one that matches the 
complexity of the available data. However, it is 
desirable to work with a general model that could 
provide any required degree of nonlinearity. 
Among the models that can be classified as 
universal approximators, i.e., the ones which can 
approximate any continuous function with 
arbitrary precision, the following types are the 
most important: 
multilayer networks; 
local basis function networks; 
trigonometric polynomials; and 
algebraic polynomials. 
 
The universal approximators above can be linear, 
although nonlinear in the inputs, or nonlinear in 
the parameters. Regularization criteria, analytic 
(e.g., Akaike’s Information Criterion, Minimum 
Description Length, etc) or based on resampling 
(e.g., cross-validation), have been proposed. 
However, in practice, model selection considering 
nonlinearity in the parameters is very difficult. An 
advantage of using universal approximators that 
are linear in the parameters is the possibility of 
decoupling the exploration of architecture space 
from the weight space search. Methods for 
selecting models nonlinear in the parameters 
attempt to explore both spaces simultaneously, 
which is an extremely hard non-convex 
optimization problem. An algebraic polynomial 
universal function approximator is presented next. 
It belongs to the class of models which are linear 
in the parameters. 

4.3.3  The Polynomial Network 

The polynomial network can be interpreted as a 
feedforward neural network with supervised 
learning that synthesizes a polynomial mapping, 
P, between input data and the desired output 
(P: ℜ→ℜ m ). Each neuron can be expressed by 
a simple elementary polynomial of order n (e.g., 
for n=2,  

ji
2
j

2
iji xFxExDxCxBxAY +++++= , 

where ix  and jx  are external inputs or outputs 

from previous layers, and A, B, C, D, E and F are 
the polynomial coefficients, which are equivalent 
to network weights, and Y is the neuron output). 
 
The neural network layers are constructed one by 
one, and each new generated neuron, formed by 

combining external inputs or outputs from 
previous layers, pursues the desired output. For 
the estimation of the polynomial coefficients 
related to each new generated neuron only a linear 
regression problem is solved, since the network 
weights from the previous layers are kept frozen. 
 
The training process continues until the creation 
of a new layer deteriorates the neural network 
generalization ability, according to the adopted 
regularization criterion. In this case, only one 
neuron is saved in the last layer (the one that 
provides best generalization), and only those 
neurons that are necessary to generate the output 
neuron are preserved in the previous layers. This 
non-parametric method, called Group Method of 
Data Handling (GMDH) [39], selects only the 
relevant input variables in the remaining network. 
Figure 2 shows a generic example where seven 
input variables were initially presented, but only 
five of them were found to be relevant for 
synthesizing the desired mapping. 

X X X X

y

1 3 5 7X 2 X 4 X 6  
Fig. 2: Polynomial network. 

 
The GMDH has two major drawbacks. The first is 
related to the constraints in the possible 
architectures, since the layers are formed using for 
inputs the outputs of the previous layer only. A 
typical example of this shortcoming is when a 
good part of the mapping could be represented by 
a linear function. After the first layer, there is no 
way to apply regression directly to the input 
variables. Therefore, the final model is sub-
optimal in expressivity. The second drawback is 
related to the stopping criterion. There is no 
guarantee that the generalization ability of the best 
neuron in each layer has a convex behavior. 
Reference [40] applies GA to overcome the above 
mentioned drawbacks. 
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4.4  CONTROL 
Complex systems cannot be efficiently controlled 
by standard feedback, since the effects caused by 
plant parameter variations are not eliminated. 
Adaptive control can be applied in this case, i.e., 
when the plant is time invariant with partially 
unknown parameters or the plant is time variant. 
 
In practical applications, it is difficult to express 
the real plant dynamics in mathematical 
equations. Adaptive control schemes can adjust 
the controller according to process characteristics, 
providing a high performance level. The adaptive 
control problem is concerned with the dynamic 
adjustment of the controller parameters, such that, 
the plant output follows the reference signal. 
 
However, conventional adaptive control has some 
drawbacks. Existent adaptive control algorithms 
work for specific problems. They do not work as 
well for a wide range of problems. Every 
application must be analyzed individually, i.e., a 
specific problem is solved using a specific 
algorithm. Besides, a compatibility study between 
the model and the adaptive algorithm has to be 
performed. 
 
The benefits of coordination between voltage 
regulation and damping enhancements in power 
systems are well known. This problem has been 
aggravated as power networks operational 
margins decrease. Genetic algorithms can be used 
to simultaneously tune the parameters of 
automatic voltage regulators with the parameters 
of power system stabilizers and terminal voltage 
limiters of synchronous generators [41-44]. One 
of the objectives is to maximize closed-loop 
system damping, which is basically achieved by 
tuning the stabilizers parameters. The second 
objective is to minimize terminal voltage 
regulating error, which is mainly accomplished by 
tuning the automatic voltage regulators and 
terminal voltage limiters parameters. Minimum 
closed-loop damping and maximum allowable 
overshoot are constraints that can be incorporated 
into the optimization problem. The design of the 
control system takes into account system 
stabilization over a pre-specified set of operating 
conditions (nominal and contingencies). 
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Chapter 5: Fuzzy Systems Applications to Power Systems 

 
This chapter overviews the applications of fuzzy logic in 
power systems. Emphasis is placed on understanding the 
types of uncertainties in power system problems that are 
well-represented by fuzzy methods. Specific examples in the 
areas of diagnostics and controls are used to illustrate such 
concepts.  

5.1  Introduction 
The purpose of this chapter of the short-course is to 
overview the relevance of fuzzy techniques to power system 
problems, to provide some specific example applications and 
to provide a brief survey of fuzzy set applications in power 
systems. Fuzzy mathematics is a broad field touching on 
nearly all traditional mathematical areas, the ideas presented 
in this discussion are intended to be representative of the 
more straightforward application of these techniques in 
power systems to date. Fuzzy logic technology has achieved 
impressive success in diverse engineering applications 
ranging from mass market consumer products to 
sophisticated decision and control problems [1, 2].  
Applications within power systems are extensive with more 
than 100 archival publications in a 1995 survey [3].  Several 
of these applications have found their way into practice and 
fuzzy logic methods have become an important approach for 
practicing engineers to consider. Here, the focus is on the 
more general concepts. The reader is referred to [3,4] for a 
more detailed survey of the literature. 
 
Fuzzy sets were first proposed in the early 1960s by Zadeh 
[5] as a general model of uncertainty encountered in 
engineering systems. His approach emphasized modeling 
uncertainties that arise commonly in human thought 
processes. Bellman and Zadeh write: “Much of the decision-
making in the real world takes place in an environment in 
which the goals, the constraints and the consequences of 
possible actions are not known precisely” [6]. Fuzzy sets 
began as a generalization of conventional set theory.  
Partially as result of this fact, fuzzy logic remained the 
purview of highly specialized technical journals for many 
years.  This changed with the highly visible success of 
numerous control applications in the late 1980s. Although 
fuzzy mathematics arose and developed from the systems 
area, it perhaps belongs best to in the realm of Artificial 
Intelligence (AI) techniques as an interesting form of 
knowledge representation. Still, the primary development of 
fuzzy techniques has been outside the mainstream AI 
community. 
 
Uncertainty in fuzzy logic typically arises in the form of 
vagueness and/or conflicts, which are not represented 
naturally within the probabilistic framework. To be sure, 

uncertainty in reasoning may arise in a variety of ways. 
Consider the most common sort of discourse about a system 
among experts, and say to be more specific, a statement 
relevant to contaminants in the insulating oil of high voltage 
transformers 
  

The moisture level in the oil is high 
  
While this is a vague statement that does not indicate an 
exact measurement of the moisture, it does convey 
information. In fact, one might argue that this conveys more 
information than merely the actual moisture measurement 
since the qualifier “high” provides an assessment of the oil 
condition. Clearly, such a statement contains uncertainty, 
that is, the moisture level, the severity of the high reading, 
the implication of such moisture content, and so on, are all 
imprecise and may require clarification. Fuzzy sets 
emphasize the importance of modeling such uncertainty.  
  
With some effort, traditional probabilistic methods can be 
adapted to these problems. Still, researchers in the fuzzy set 
area have found that this is not usually an effective 
approach. To begin, the fuzzy set approach poses new views 
of systems that has resulted in such novel applications as 
fuzzy logic control. More importantly, fuzzy sets create a 
framework for modeling that does not exist under 
probability. Less formal methods, such as, certainty factors 
do not allow for as systematic as an approach. Still, there 
remains controversy among researchers about the need for 
fuzzy mathematics and a variety of techniques have arisen in 
both the Systems and Control community and the AI 
community to address similar problems.  This paper will 
sidestep such controversy but it is worth noting the large 
number of successful applications of fuzzy logic and while 
subsequent developments may lead to different techniques, 
fuzzy logic has already played an important role in bringing 
this class of problems to light.  
 
To begin with some generalities, some of the most useful 
capabilities and features provided by modeling in fuzzy set 
approaches are:  
 
• = Representation methods for natural language statements, 
• = Models of uncertainty where statistics are unavailable or 

imprecise, as in say, intervals of probability, 
• = Information models of subjective statements (e.g., the 

fuzzy measures of belief and possibility) , 
• = Measures of the quality of subjective statements (e.g., 

the fuzzy information measures of vagueness and 
confusion) , 

• = Integration between logical and numerical methods, 
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• = Models for soft constraints,  
• = Models for resolving multiple conflicting objectives, 
• = Strong mathematical foundation for manipulation of the 

above representations. 
 
Uncertainty arises in many ways within power system 
problems. Historically, uncertainty has been modeled based 
on randomness, as in, stochastic models for random load 
variations, noise in measurements for state estimation, 
fluctuations in model parameters, and so on. In practice, 
uncertainty certainly arises from the knowledge of the 
system performance and goals of operation as well. Clearly, 
the objectives in most decision problems are subjective. For 
example, the relative importance of cost versus reliability is 
not precise. The underlying models of the system also 
exhibit uncertainty through approximations arising from, 
linearized models and other modeling approximations, 
parameter variations, costs and pricing, and so on.   
 
Heuristics, intuition, experience, and linguistic descriptions 
are obviously important to power engineers. Virtually any 
practical engineering problem requires some “imprecision” 
in the problem formulation and subsequent analysis. For 
example, distribution system planners rely on spatial load 
forecasting simulation programs to provide information for a 
various planning scenarios [7]. Linguistic descriptions of 
growth patterns, such as, fast development, and design 
objectives, such as, reduce losses, are imprecise in nature. 
The conventional engineering formulations do not capture 
such linguistic and heuristic knowledge in an effective 
manner. 
 
Subjective assessments of the above uncertainties are needed 
to reach a decision. These uncertainties can be broadly 
separated into two groups: 1) measurements and models of 
the system and 2) constraints and objectives arising from the 
decision-making process. Examples of uncertainties arising 
in power systems based on such a classification are shown in 
Tables 1 and 2.  

Table 1. Examples of Measurements/Models with Fuzziness. 
Contingencies 
Equipment failure modes 
Linear approximations 
Measurement noise 
Metering errors 
Modeling errors 
Occurrence times of events 
Reduced-model parameters 
Predicted demand 
System dynamics 

 

Table 2. Examples of Constraints/Objectives with Fuzziness. 
Acceptable security risk 
Assessment of customer satisfaction 
Economic objectives 
Environmental objectives 
Equipment loading limits 
Normal operational limits 
Power quality objectives 
Security objectives 
Stability limits 
 
This rest of this chapter begins with an overview of 
applications within power systems. This is followed by a 
general section on fuzzy logic techniques and methods.  
Subsequently, examples of a system for stabilization control 
is presented.  

5.2  Power System Applications 
Fuzzy sets have been applied to many areas of power 
systems. Table 3 is a list of the more common application 
areas. This section discusses the applications based on the 
particular fuzzy method used. There are essentially three 
groups of applications: rule-based systems with fuzzy logic, 
fuzzy logic controllers and fuzzy decision systems.  

5.2.1  Rule-based Fuzzy Systems 

The most common application of fuzzy set techniques lies 
within the realm of rule-based systems. Here, uncertainties 
are associated with each rule in the rule-base. For example, 
consider a transformer diagnostics problem where dissolved 
gas concentrations indicate incipient faults. A sample 
statement as earlier for transformer diagnostics might be:  
 
A high level of hydrogen in the insulating oil of a 
transformer often indicates arcing 
  
The two uncertainties to be modeled are “often” and “high,” 
which are most easily represented as a fuzzy measure and 
fuzzy set, respectively. Strict mathematical methods have 
been developed for manipulating the numerical values 
associated with such uncertainty. Note equipment 
diagnostics tend to be a particularly attractive area for 
application since developing precise numerical models for 
failure modes is usually not practical.  
  
It is difficult to know just how many rule-based systems in 
power systems employ fuzzy logic techniques as many 
development tools have built in mechanisms for managing 
uncertainty and developers themselves may be unaware that 
they are using fuzzy logic. For example, the widely used 
certainty factors method is a special case of a fuzzy 
measurement.  
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rigid models of the system that can be optimized. This 
results in reduction in information either in the form of 
simplified constraints or objectives. The simplifications of 
the system model and subjectivity of the objectives may 
often be represented as uncertainties in the fuzzy model.  
  
Consider optimal power flow. Objectives could be cost 
minimization, minimal control adjustments, minimal 
emission of pollutants or maximization of adequate security 
margins. Physical constraints must include generator and 
load bus voltage levels, line flow limits and reserve margins. 
In practice, none of these constraints or objectives are well-
defined. Still, a compromise is needed among these various 
considerations in order to achieve an acceptable solution. 
Fuzzy mathematics provides a mathematical framework for 

Table 3. Fuzzy Set Application Areas in Power Systems.
Contingency analysis 
Diagnosis/monitoring 
Distribution planning 
Load frequency control 
Generator maintenance scheduling 
Generation dispatch 
Load flow computations 
Load forecasting 
Load management 
Reactive power/voltage control 
Security assessment 
Stabilization control (PSS) 
Unit commitment 
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.2.2  Fuzzy Controllers 

he traditional control design paradigm is to form a system 
odel and develop control laws from analysis of this model. 
he controller may be modified based on results of testing 
nd experience. Due to difficulties of analysis, many such 
ontrollers are linear. The fuzzy controller approach is to 
omewhat reversed. General control rules that are relevant to 
 particular system based on experience are introduced and 
nalysis or modeling considerations come later. For 
xample, consider the following general control law for a 
ositioning system  

 
F error is small and positive  
ND error change is large and negative  
HEN control output is small and negative  

 
his rule implements a control concept for anticipating the 
esired position and reducing the control level before the set 
oint is reached in order to avoid overshoot. The quantities 
small” and “large” are fuzzy quantities. A full control 
esign requires developing a set of control rules based on 
vailable inputs and designing a method of combining all 
ule conclusions. The precise fuzzy membership functions 
epend on the valid range of inputs and the general response 
haracteristics of the system. Within power systems, fuzzy 
ogic controllers have been proposed primarily for 
tabilization control.  

.2.3  Fuzzy Decision-Making and Optimization  

he broadest class of problems within power system 
lanning and operation is decision-making and optimization, 
hich includes transmission planning, security analysis, 
ptimal power flow, state estimation, and unit commitment, 
mong others. These general areas have received great 
ttention in the research community with some notable 
uccesses; however, most utilities still rely more heavily on 
xperts than on sophisticated optimization algorithms. The 
roblem arises from attempting to fit practical problems into 

these considerations. The applications in this category are an 
attempt to model such compromises. 

5.3  Basics of Fuzzy Mathematics 
In this section, some basics of fuzzy mathematics are 
introduced. Fuzzy logic implements experience and 
preferences through membership functions.  The 
membership functions have different shapes depending on 
the designer's preference and experience. Fuzzy rules may be 
formed that describe relationships linguistically as 
antecedent-consequent pairs of IF-THEN statements.  
Basically, there are four approaches to the derivation of 
fuzzy rules: (1) from expert experience and knowledge, (2) 
from the behavior of human operators, (3) from the fuzzy 
model of a process, and (4) from learning. Linguistic 
variables allow a system to be more understandable to a non-
expert operator.  In this way, fuzzy logic can be used as a 
general methodology to incorporate knowledge, heuristics or 
theory into controllers and decision-making. 
 
Many of the fundamental techniques of fuzzy sets are widely 
available so only a fairly brief review is given in the 
following.  The lesser-known methodology of fuzzy 
measures and information theory is developed more fully 
here.  More extensive treatment of the mathematics can be 
found in [8,9]. 
 
A fuzzy set is a set of ordered pairs with each containing an 
element and the degree of membership for that element. A 
higher membership value indicates that an element more 
closely matches the characteristic feature of the set.  For 
fuzzy set A:  
   

}))(,{( Χ∈= xxxA Aµ       (1) 
 
where Χ  is the universe, )(xAµ  represents the membership 
function and for normalized sets ],[: 10→Χµ . For example, 
one could define a membership function for the set of 
numbers much greater than 10 as follows: 



 

 

 

44

 

2

2

10
x100

xx
+

=>> )(µ  

 
Most commonly, the logical operations (intersection, union 
and complement) on sets are defined as:  
 

))(),(min()( xBxAxBA µµµ =∩    (2) 
 

))(),(max()( xBxAxBA µµµ =∪    (3) 
 

)()( xA1x
A

µµ −=     (4)  

 
Note that if set containment is defined as 

)()(  Xx  if xxBA BA µµ ≤∈∀⊆ , then the following 
always holds BAA ∪⊆  and ABA ⊆∩ .  Other operators 
from within the triangular norm and co-norm classes may be 
more appropriate than the above functions [10]. For 
example, the framework of Dombi [11], been used 
extensively by the author. 
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with λ ≥ 1.  Increasing the parameter λ will increase the 
emphasis on the smaller membership value so that, for 
example, one could emphasize a line of reasoning that 
considered less likely possibilities.  Also, one can define the 
union operation by allowing λ ≤ -1.  It is often necessary to 
generate a crisp (non-fuzzy) set from a fuzzy set, and one 
can define an α-cut as: 
 

})({ αµα ≥= xxA A          (6) 
 
with αA  a crisp set containing all elements of the fuzzy set 
A which have at least a membership degree of α. 
 
In assessing system states, uncertainty arises either from the 
measurement or from incomplete knowledge of  the system.  
Traditionally, this type of uncertainty is modeled as random 
noise and so managed with probability methods. Fuzzy 
measures are a generalization of probability measures such 
that the additivity restriction is removed. Specifically, a 
fuzzy measure G is defined over the power set of the 
universe Χ  (designated as )(ΧP ): 
 

]1,0[)(: →ΧPG  
with: 
 
• = 1X and 0)( == )G(G φ  (Boundary conditions) 

• = )()(  then if )( , BGAGBABA ≤⊆Χ∈∀ P . 
(Monotonicity) 

• = For any sequence nAAA   ... 21 ⊆⊆⊆  then 

)lim()(lim iiii
AGAG

∞→∞→
= . (Continuity) 

where φ  is the empty set. There are three particularly 
interesting cases with this definition of a fuzzy measure: 
probability, belief (a lower bound of the probability) and 
plausibility (an upper bound of the probability). If the 
following additivity condition is satisfied then G is a 
probability measure, represented by P: 
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(7) 
If this equality is replaced by (8) below, then G is called a 
belief measure and represented by Bel:  
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and finally a plausibility measure results if the following 
holds instead of (7) or (8):  
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(9) 
 
and finally it is useful to summarize these expressions in the 
following way, Χ∈∀ A : 
 
• = 1)()( ≤+ ABelABel   

• = 1)()( ≥+ APlAPl   

• = 1)()( =+ APAP      
• = )()()( ABelAPAPl ≥≥   
 
These expressions and consideration of the forms in (8-9) 
lead to the interpretation of belief representing supportive 
evidence and plausibility representing non-supportive 
evidence. This is best illustrated by considering the state 
descriptions for each of the measures when nothing is known 
about the system (the state of total ignorance).  A 
plausibility measure would be one for all non-empty sets; 
and belief would be zero for all sets excepting the universe 
Χ .  Conversely, it would be typical in probability to assume 
a uniform distribution so that all states were equally likely.  
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Thus, an important difference in the use of fuzzy measures is 
in terms of representing what is unknown.  
 
The use of the above structure in a problem could be to 
focus on incrementally finding a solution to a problem by 
initially assuming all equipment states are possible 
(plausibility measure of one) but no specific state can be 
assumed (belief measure of zero). That is, one begins from 
the state of ignorance. As evidence is gathered during 
diagnosis, supportive evidence will increase the belief values 
of certain events and non-supportive evidence will decrease 
the plausibility of other events. This description provides a 
natural way of representing tests which are geared either 
towards supporting or refuting specific hypotheses.  
 
The fuzzy sets and measures framework defined above 
provides the fundamentals for representing uncertainty.  To 
reach decisions and use the representative powers of fuzzy 
sets requires further manipulative techniques to extract 
information and apply knowledge to the data. A generalized 
framework called a body of evidence is defined to provide a 
common representation for information.  Evidence will be 
gathered and represented in terms of fuzzy relations (sets) 
and fuzzy measures and then translated to the body of 
evidence framework. Techniques will be employed to 
extract the most reliable information from the evidence. Let 
the body of evidence be represented as: 
 

]1,0[)(: →ΧPm  
 
with: 
 
• = 0)( =φm  (Boundary condition) 

• = 1Am
A

=
Χ∈ )(

)(
P

. (Additivity) 

 
It is important to emphasize that )(Am  is not a measure but 
rather can be used to generate a measure or conversely, to be 
generated from a measure.  A specific basic assignment over  

)(ΧP   is often referred to as a body of evidence. Based on 
the above axioms, it can be shown [14] that: 
 

⊆
=

AB
BmABel )()(    (10) 

 

≠∩
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φAB
BmAPl )()(    (11) 

 
and conversely that: 
 

)()1()( ABelAm
AB

BA

⊆

−−=   (12) 

 

where    ⋅ is set cardinality.  These equations show us 
another view of belief and plausibility. Belief measures the 
evidence that can completely (from the set containment) 
explain a hypothesis. Plausibility measures the evidence that 
can at least partially (from the non-empty intersection) 
explain a hypothesis.  In many cases, one wants to combine 
information from independent sources. Evidence can be 
"weighted" by the degree of certainty among bodies of 
evidence. Such an approach leads to the Dempster rule of 
combination where given two independent bodies of 
evidence 1m  and 2m  and a set φ≠A :  
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where:  

 

=∩
⋅=

φCB
21 CmBmK )()(       (14) 

 
The factor K ensures that the resulting body of evidence is 
normalized in case there exists evidence, which is 
irreconcilable (evidence on mutually exclusive sets).  The 
above framework of measures appears best suited diagnostic 
problems and associated reasoning. 

5.4  Example: Control Application   
Fuzzy logic control (FLC) has generally been applied to 
difficult to model systems that do not require precise control.  
This sections presents an application for power system 
control following disturbances where the emphasis is on 
stabilization during and immediately following a fault.  
 
The large interconnected power system must maintain 
voltage and synchronous frequency within a very narrow 
range.  In addition, loading constraints on individual system 
components must be observed.  The system constantly 
undergoes disturbances from minor fluctuations in load, 
generation and so on, which result in small easily damped 
oscillations if the system is not loaded too heavily. 
Occasionally, the system experiences more severe 
disturbances from line faults or other equipment outages.  
During these disturbances, and particularly when the system 
is heavily loaded, generator controls must act quickly to 
maintain synchronism and dampen oscillations.  Power 
system stabilizers (PSS) are designed for this purpose.    
 
The PSS increases or decreases generator excitation based 
on frequency fluctuations.  The control problem is difficult 
as a fault presents a sudden unknown change in the system 
dynamics and further, the post fault equilibrium point is 
unknown.  Traditionally, this problem has been approached 
using linear design methods for the PSS and requires 
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extensive simulations of possible faults with subsequent 
tuning [12].  FLC presents a possibility to address this by 
designing a controller that focuses on the role of the PSS to 
provide adequate synchronizing torque rather than the 
difficult task of developing a precise system model.  
 
The two reasons most often sighted for pursuing fuzzy 
control are the desire to incorporate linguistic control rules 
and the need to design a controller without developing a 
precise system model. It is important to note that the fuzzy 
logic controller is fully expressive in that it can uniformly 
approximate any real continuous mapping to arbitrary 
accuracy.  Thus, the power of the fuzzy logic approach 
stems from the ability to implement linguistic descriptions of 
control rules for difficult to model systems. One begins from 
the assumption that the control rules for a system can be 
expressed adequately by a human expert.  The design phase 
then concerns the refinement of these control rules and the 
subsequent inference process. Here, it is assumed the control 
rules are general and given. The controller under 

consideration here can be classified as a direct adaptive 
fuzzy controller where only the controller and not the system 
is modeled by fuzzy logic [13]  
 
While fuzzy logic methods have a well-founded theoretical 
basis, most of the reported FLC applications require some 
form of numerical tuning to a specific system to obtain 
reasonable performance.  This numerical tuning generally 
involves a significant computational effort and may be 
limited to a narrow range of operation conditions.  There is 
also a need to allow designers to specify desired response 
characteristics.  Note, this allows their expertise to be 
expressed in two ways: the general control rules of the 
controller and the desired system response. 

 

5.4.1  A Controller Design Methodology 

In general, FLC design consists of the following steps: 
 

1. Identification of input and output variables. 
2. Construction of control rules. 
3. Establishing the approach for describing system 

state in terms of fuzzy sets, i.e., establishing 
fuzzification method and fuzzy membership 
functions. 

4. Selection of the compositional rule of inference. 
5. Defuzzification method, i.e., transformation of the 

fuzzy control statement into specific control 
actions. 

 
Steps 1 and 2 are application specific and typically 
straightforward. There are several approaches to Steps 4 and 
5 but most of the literature reports using minimum 
implication and center-of-gravity defuzzification.  The 
design methodology in this tutorial centers on forming 
general rule membership functions and then determining 
parameters based on observed response to a disturbance.  
The controller model is presented first. 
A block diagram of the feedback controller is shown in Fig. 
1.  The controller has two inputs: error e, and error change, 
e� , and a single output u.  For the controller proposed here 

Rule Table

     +

Defuzzifier
PlantK

d/dt

Ke

+

- eK �

 

Fig. 1. Block diagram of fuzzy logic controller. 

Table 4. Control Rules 

(Notation: LP = large positive; MP = medium positive; 
SP = small positive; ZE = zero; SN = small negative; MP 

= medium negative; LP = large positive) 

       e.  
  e LN MN SN ZE SP MP LP 

LN LP LP LP MP MP SP ZE 

MN LP MP MP MP    SP ZE SN 

SN LP MP SP SP ZE SN MN 

ZE MP MP SP ZE SN MN MN 

SP MP SP ZE SN SN MN LN 

MP SP ZE SN MN MN MN LN 

LP ZE SN MN MN LN LN LN 
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all three variables must lie in the interval [-1,1].  This is 
achieved by scaling the physical system variables by 
appropriate constants and if necessary, limiting the resulting 
value.  A conventional fuzzy logic controller with two inputs 
is used with rules of the form: 

Ri: If e is Ai and 
.
e is Bi then u is Ci   (15) 

 
where Ai, Bi and Ci are convex fuzzy sets. The control output 
is calculated using the minimum operation for fuzzy 
implication and center of gravity defuzzification. For n rules: 

=

=
⋅

= n

1i
BA

n

1i
BAi

ee

eeC
eeu

ii

ii

.

.
.

))(),(min(

))(),(min(
),(

µµ

µµ
     (16) 

 

iC   is defined as the value of u where the fuzzy set Ci 
obtains a maximum (or median of the interval where the 
maximum is reached).  For the development in this example, 
the membership functions are triangular form as shown 
normalized on the interval  [-1,1] in Fig. 2.  The control rules 
are shown in Table 4. 

The controller inputs of error, e, and error change, ,
.
e  are 

scaled by the constants Ke and eK � , respectively, and the 
control output u by K.  These constants are analogous to the 
control gains in a traditional PD controller; however rather 
than calculating gains, the designer determines a scaling 

based on the possible magnitude of disturbances.  Similar 
frameworks have been proposed in the literature, e.g. [14].  
Here, the K constants are assumed to correspond to the 
maximum allowable absolute values for the variables within 
a particular operating regime.  
 
The determination of these K constants is non-trivial and in 
essence determines the performance of the controller. 
Improper values for the K constants modifies the control 
rules and limits the effectiveness of the FLC.  For example, a 
small value for Ke  means that control rules in the middle 
rows of Table 4 will apply less often and the system will be 
“over” controlled for small errors.  There should be 
guidelines for control engineers to select such parameters 
independent of the rules or membership functions.  In 
general, numerical tuning may require significant 
computational effort and the resulting parameter values may 
not be valid over a wide range of operating conditions.   
 
The problem of concern in this work requires that the 
parameters are valid during a disturbance where the system 
parameters will vary widely so tuning for a particular 
operating point may not be valid.  The proposed approach 
relies on observation of the response to a nominal 
proportional gain feedback controller as follows: 
 
1. The fuzzy logic controller is replaced with a controller 

of constant gain K. 
2. Response to a set of disturbances, di, Ii ∈ , are observed 

for the chosen value of K for a specified interval T. 

 
  

    )(xµ  
 
 

 

1 

 -1 -0.65   -0.3         0           0.3 0.65    1 
x 

     LN         MN             SN       ZE         SP      MP            LP 

Fig. 2. Normalized membership functions. 
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3. The other K constants are then calculated as: 
1teK i

T0tIi
e

−=
∈∈

)](max[
],[,

       (17) 

1te
e

K i
T0tIi

−=
∈∈

)](
.

max[.
],[,

       (18) 

While this approach assumes a simulator is available, the 
constants could also be determined from the actual system 
data. 

5.4.2  Illustrative example  

In the following, simulations illustrate the performance of a 
PSS designed by the above methodology. The fuzzy PSS 
constants are found by simulations of a step change in 
mechanical power input using the non-linear model of [15] 
for a single machine infinite bus system. The PSS used for 
comparison is designed using a conventional phase lead 
technique to precisely compensate for the phase lag of the 
electrical loop. The step response to a three phase fault of 
duration 0.05 seconds. Results are shown in Fig. 3.  The 
FPSS shows superior to the traditional controller with the 

parameters chosen exactly by the described methodology. 
For the more severe disturbances, the FPSS controller has 
significantly better performance and the design process is 
significantly simpler. 

5.5  Example: Diagnostic Application   
It is often difficult to understand the relationship between the 
fuzzy mathematics and the implementation of a useful expert 
system.  In this section, several points are highlighted 
through the use of an extended example. This example 
represents a simplified version of the transformer diagnostic 
and monitoring system implemented in [16-18].  Some 
caution is in order in that the examples have been simplified 
to the degree they no longer fully represent the actual 
physical situation. Further, the emphasis in this chapter is on 
the manipulation of fuzzy membership values without 
providing justification for the values. Justification of the 
fuzzy values is taken up more carefully in the next section.  
 

 
 

Fig. 3. Simulation results for tuned fuzzy PSS  compared to linear PSS. 
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Example 5.1:  Computing Belief and Plausibility 
Let the possible conclusions (set elements) which the expert 
system can reach for the transformer condition be: 
 

X1:  The transformer has an electrical fault. 
X2:  The transformer has a thermal fault. 
X3:  The transformer paper insulation has 
significantly aged. 
X4:  The transformer is operating normally. 

 X = {X1,X2,X3,X4}  
 
Assume an engineer wishes to determine the problem with 
the transformer by entering data from several tests as 
evidence.  Evidence values are given for three tests in Table 
5. 

 
 Table 5: Basic assignment for example 4.1 

 
Test 1 - DGA  Test 2 - Frequency 

response  
Test 3 - Visual 
inspection 

m1({X1,X2})=0.4 m2({X1})=0.3 m3({X1,X2,X3})=0.4
m1({X2,X3})=0.3 m2({X2,X3})=0.2 m3(X1,X3)=0.2 
m1({X4})=0.1 m2({X1,X2,X4})=0.2 m3({X4})=0.2 
m1(X)=0.2 m2({X3})=0.15 m3(X)=0.2 
 m2(X)=0.15  
 
Using the above data, the corresponding belief and 
plausibility values can be computed from (11) and (12), as 
follows: 
 
Test 1: Belief and Plausibility values 

Bel({X1,X2}) = m1({X1,X2}) = 0.4 
Bel({X2,X3}) = m1({X2,X3}) = 0.3 
Bel({X4} =  m1({X4}) = 0.1 

Pl({X1,X2}) = m1({X1,X2}) + 
m1({X2,X3}) +  m1(X) = 0.9 

Pl({X2,X3}) = m1({X1,X2})+m1({X2,X3}) 
 +m1(X) = 0.9 
Pl({X4}) = m1({X4})+m1(X) = 0.3 

Test 2: Belief and Plausibility values 
Bel({X1}) = m2({X1})= 0.3 
Bel({X2,X3}) = m2({X3}) + m2({X2,X3}) = 0.35 
Bel({X1,X2,X4}) = m2({X1}) + m2({X1,X2,X4}) 
  = 0.5 
Bel({X3}) = m2({X3}) = 0.15 
Pl({X1}) = m2({X1}) + m2({X1,X2,X4}) + m2(X) 
  = 0.65 
Pl({X2,X3}) = m2({X2,X3}) + m2({X1,X2,X4}) + 
  m2({X3}) + m2(X) = 0.7 
Pl({X1,X2,X4}) = m2({X1}) + m2({X2,X3}) + 
  m2({X1,X2,X4}) + m2(X) = 0.85 
Pl({X3}) = m2({X2,X3}) + m2({X3}) + m2(X)  
 = 0.5 

Test 3: Belief and Plausibility values 
Bel({X1,X2,X3}) = m3({X1,X2,X3}) +  
 m3({X1,X3}) = 0.6 
Bel({X1,X3}) = m3({X1,X3}) = 0.2 
Bel({X4}) = m3({X4}) = 0.2 
Pl({X1,X2,X3}) = m3({X1,X2,X3}) + 
  m3({X1,X3}) + m3(X) = 0.8 
Pl({X1,X3}) = m3({X1,X2,X3}) + m3({X1,X3}) + 
  m3(X) = 0.8 
Pl({X4}) = m3({X4}) + m3(X) = 0.2 

 
Interpreting belief and plausibility values 
 
The belief and plausibility values between tests can be 
compared.  The higher the number computed for a belief or 
plausibility on an observation, the more confidence in the 
truth of that observation; however, unlike probability values 
fuzzy measures do not give predictions of frequency of 
occurrence (a 0.50 value for belief does not express that in 
10 similar situations one expects this event will occur 5 
times).  Still, the relative sizes of the fuzzy measures can be 
used to express the relative likelihood. These three tests have 
been chosen to show that there is no clear indication of fault-
type based on any individual test, although there appears to 
be strong evidence that a fault exists. 
 
Example 5.2:  Combining evidence with Dempster-Shafer 
theory 
 
In the above example, there is conflicting evidence between 
the tests, e.g., compare m(X4) of test 1 and test 3. Further, 
there is an incompleteness to the tests. Notice none of the 
tests assign evidence values to X2 (a thermal fault) which 
means that Bel(X2) = 0 in all cases. In order to resolve these 
problems and allow a single coherent conclusion, Dempster-
Shafer theory is used to combine the bodies of evidence.  
Using equations (13) and (14) with the data from the 
previous example, the combined evidence values between 
tests can be found as follows:   
 
(i) First compute the K value for tests 1 and 2. 
 
  K12 = m1({X1,X2})m2({X3}) + m1({X2,X3})m2({X1}) +  
 m1({X4})m2({X1}) + m1({X4})m2({X2,X3}) +  
 m1({X4})m2({X3}) = 0.215 
 
(ii) Compute the combined evidence values. 
 

m12(X1,X2) = 
12

2121

1
(X)X2})({X1,X4})X2,({X1,X2})({X1,

K
mmmm

−
+   

  = 0.178 
 
Similarly the following values are found: 
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 m12({X2,X3}) = 0.185 
 m12({X4}) =  0.045 
 m12({X1}) = 0.229 
 m12({X3}) = 0.096 
 m12(X) =  0.038 
 m12({X1,X2,X4}) =  0.051 
 
Note that while there are no tests done on X2 alone, 
Dempster's rule of combination assigns evidence on X2 
based on resolving conflicts between tests 1 and 2.  Thus, the 
following is also found: 
 
 m12({X2}) = 0.178 
 
A good check on these calculations is to ensure that the 
summation of the observations in the new body of evidence 
equals one.  The next step is to use Dempster combination to 
combine the new body of evidence with the evidence from 
the third and final test.  
 
(iii) Again, compute K for the combination of the tests. 
 
 K123 =   0.2358 
 
 (iv) Now compute the evidence values for the combination 
of the tests. 
 
 m123({X1,X2}) =0.167 
  
Similarly the following values are found: 
 
 m123({X2,X3}) = 0.145 
 m123({X4}) = 0.047 
 m123({X1}) = 0.299 
 m123({X1,X2,X4}) = 0.0133 
 m123({X3}) = 0.149 
 m123(X) = 0.01 
 m123({X2}) = 0.14 
 
Combination with the third test also results in evidence 
distributed among several other sets:  
 
 m123({X1,X2,X3}) =  0.02 
 m123(X1,X3) = 0.01 
 
The above calculations have merely followed the rules of 
combination. It is useful to view these results from the other 
perspective. If one desires evidence of a particular condition, 
a test can be designed that will clarify the evidence. For 
example, a DGA test that distinguishes between two possible 
faults by looking at gas ratios could be combined with a test 
that looked at total gas concentrations.  The DGA test would 

reveal the particular fault type but that would need to be 
backed up by a test indicating the presence of a fault.    
 
Example 5.3:  Calculation of fuzzy measures for combined 
evidence 
 
In order to compare the combined test with the other tests, 
the resulting belief and plausibility measures are computed.  
In the following, evidence values are for the basic 
assignment m123. A few of the required computations are 
shown. The entire set of values is presented in Table 6. 
 
Belief values: 
 
 Bel({X1}) = m({X1}) = 0.299 
 Bel({X2}) = m({X2}) = 0.14 
 Bel({X3}) = m({X3}) = 0.149 
 Bel({X4}) = m({X4}) = 0.047 
 Bel({X1,X2}) = m({X1}) + m({X2}) + 
   m({X1,X2}) =  0.606 
 Bel({X2,X3}) = m({X2}) + m({X3}) + 
   m({X2,X3}) =  0.434 
 
Plausibility values: 
 
 Pl({X1}) = m({X1,X2}) + m({X1}) + m({X2}) +  
  m({X1,X2,X4}) + m({X1,X2,X3}) +  
  m({X1,X2}) + m(X) = 0.519 
 Pl({X2}) = m({X1,X2}) + m({X2,X3}) +  
  m({X1,X2,X4}) + m(X) + m({X2}) +  
  m({X1,X2,X3}) = 0.4953 
 Pl({X3}) = m({X2,X3})+m({X3})+m(X)+ 
  m({X1,X2,X3})+m({X1,X3})  
  = 0.334 

 
Table 6 Summary of fuzzy measure computations for 

combining evidence 
 (a) Test 1 

 
Set evidence(m) Belief Plausibility 
X1,X2 0.4 0.4 0.9 
X2,X3 0.3 0.3 0.9 
X4 0.1 0.1 0.3 
X 0.2 1.0 1.0 
 

(b) Test 2 
 
Set evidence(m) Belief Plausibility 
X1 0.3 0.3 0.65 
X2,X3 0.2 0.35 0.7 
X1,X2,X4 0.2 0.5 0.85 
X 0.15 1.0 1.0 
X3 0.15 0.15 0.5 
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(c) Test 3 
 
Set evidence(m) Belief Plausibility 
X1,X2,X3 0.4 0.6 0.8 
X1,X3 0.2 0.2 0.8 
X4 0.2 0.2 0.4 
X 0.2 1.0 1.0 
 

(d) Combined Tests 
 
Set evidence(m) Belief Plausibility 
X1,X2 0.167 0.606 0.8043 
X2,X3 0.145 0.434 0.6543 
X4 0.047 0.047 0.0703 
X1 0.299 0.299 0.5193 
X1,X2,X4 0.0133 0.6663 0.851 
X3 0.149 0.149 0.334 
X 0.01 1.0 1.0 
X2 0.14 0.14 0.4953 
X1,X2,X3 0.02 0.93 0.953 
X1,X3 0.01 0.458 0.8133 

 
Example 5.4:  Information measures: non-specificity, 
confusion and dissonance  
 
While belief and plausibility values give a measure of the 
confidence of the end result, information measures show 
how well a test is structured in order to reach its conclusions.  
In probability, erroneous data can be identified by large 
deviations from expected values.  Similar techniques do not 
exist for fuzzy set approaches.  On the other hand, 
information measures similar to entropy in classical 
communication theory can give a sense of the quality of data 
and conclusions.   
 
There are three commonly used methods for measuring 
uncertainty. One method is called non-specificity commonly 
represented by V(m). Non-specificity measures the 
uncertainty associated with a location of an element within 
an observation or set.  The other measures of uncertainty are 
dissonance, commonly represented by E(m), and confusion, 
designated by C(m).  Their difference lies in that dissonance 
is defined over conflicts in plausibility values and confusion 
over conflicts in belief values.  Both dissonance and 
confusion arise  when evidence supports two observations 
which are disjoint (cannot occur at the same time). For 
example, if one assumes that the transformer has only one 
type of fault, then evidence on different types of faults is 
conflicting and can be said to add to the "dissonance" or 
"confusion."  In the following, these information measures 
are applied to the transformer diagnosis example. These 
calculations illustrate the relation between uncertainty and 
information. 
For test 1: 
 

 V(m1) =  m1({X1,X2})log2(|{X1,X2}|) +  
  m1({X2,X3})log2({|X2,X3|}) +  
  m1({X4})log2(|X4|) + 
   m1(X)log2(|X|) ) = 1.100 
 
 E(m1) = -  m1({X1,X2})log2(Pl({X1,X2})) –  
  m1({X2,X3})log2(Pl({X2,X3})) -  
  m1({X4})log2(Pl({X4})) –  
  m1(X)log2(Pl(X)) ) = 0.280 
 
  C(m1) = - m1({X1,X2})log2(Bel({X1,X2})) – 
   m1({X2,X3})log2(Bel({X2,X3}))-  
  m1({X4})log2(Bel(X4)) ) = 1.382 
 
Computations are similar for tests 1 and 2. For the combined 
test, it is instructive to take a closer look at the computation 
of confusion (highlighted quantities identify significant 
contributions to the confusion value). A summary of the 
resulting information measures is given in Table 7 
uncertainty values: 
 

Table 7 Information measures for example 5.4 
 
Value Test 1 Test 2 Test 3 Combined 

tests 
E(m) 0.280  0.487 0.458 0.989 
C(m) 1.382 1.435 1.224 1.856 
V(m) 1.100 0.817 1.234 0.395 
 
Note that by carefully observing the calculations term by 
term, it is possible to see the largest contributions to the 
information uncertainty.  For example, in computing the 
confusion of the combined test, the -m({X1})Bel({X1}) term 
is 0.521 which is about 33% of the entire measure.  Table 8 
shows that three terms in that summation account for over 
80% of the confusion of the entire set of observations.  This 
illustrates the fact that in practice a few results of a test tend 
to dominate the overall uncertainty.  On the other hand, note 
that these same three terms would not contribute to the non-
specificity of the observation.   

5.6  Future Trends 
Relatively few implemented systems employing fuzzy logic 
exist in the power industry today. Still, implementation 
considerations should be primarily the same as those faced 
with knowledge-based AI techniques, which have been 
addressed before. So, the discussion here focuses on 
fundamental questions that need to be more fully understood 
before fuzzy sets achieve greater impact. 
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Table 8 Contributions to confusion for combined tests 
Confusion Term Calculated 

Value 
Percent of 

Total 
m({X1,X2})log2(Bel({X1,X2})) 0.1206   7.63 
m({X2,X3})log2(Bel({X2,X3})) 0.1746 11.05 
m ({X4})log2(Bel({X4})) 0.2073 13.11 
m({X1})log2(Bel({X1})) 0.5207 32.94 
m({X1,X2,X4})log2(Bel({X1,X2,X4}) 0.0078 0.49 
m({X3})log2(Bel({X3})) 0.4093 25.89 
m({X})log2(Bel({X})) 0 0 
m({X2})log2(Bel({X2})) 0.3972 25.13 
m({X1,X2,X3})log2(Bel({X1,X2,X3})) 0.0021 0.13 
m({X1,X3})log2(Bel({X1,X3}))  0.0112 0.71 

5.6.1  Membership values  

One of the most frequently discussed problems in fuzzy set 
applications is specification of membership functions. Often 
a linear form is chosen for computational reasons. In some 
cases, statistics exist for certain parameters, which can then 
be adapted to the membership function. More theoretical 
approaches to this problem also exist [11]. Whatever 
approach is chosen, it should be kept in mind that the 
solution should not be highly sensitive to membership 
values. Philosophically, if a precise membership function is 
needed to obtain acceptable results than the problem at hand 
is probably not appropriate for fuzzy techniques or has not 
been defined properly.  

5.6.2  Fuzzy Operators  

With very few exceptions, fuzzy set applications within 
power systems have relied on minimum and maximum for 
the intersection and union operators, respectively. Research 
has shown that these operators do not represent accurately 
the way most people normally make decisions. It is likely 
that successful applications will have to adopt other 
inference operators from the T-norm and T-conorm classes. 
It has been suggested that operators be developed for 
specific applications. For example, security and reliability 
concerns may work best with stricter operators.  
  

5.6.3  Performance analysis  

Performance evaluation remains a problem common to many 
areas of AI applications. This problem is even more of 
concern with fuzzy sets. The solution is based on subjective 
and uncertain assessments and so must be subjective and 
uncertain. In contrast to other AI methods, however, the 
structure exists within fuzzy mathematics for developing 
measurements that can indicate the quality of a solution, e.g., 
the “entropy-like” measures of confusion, dissonance and 
vagueness. Thus, fuzzy mathematics has the potential to 
quantify such subjectivity.  

5.6.4  Relation to ANN and other Soft Computational 
Methods 

Both fuzzy sets and Artificial Neural Nets (ANNs) are 
methods of interpolation. The primary advantage of ANNs 
over fuzzy sets lies in effective methods for learning from 
examples; however, knowledge representation is implicit in 
an ANN, so that, it is difficult to encode a priori knowledge. 
Conversely, fuzzy set theory provides explicit knowledge 
representation, yet no specific formulation for learning 
exists. Several researchers have demonstrated how these 
approaches complement each other. Techniques from other 
areas of soft computation, such as, Genetic Algorithms also 
have shown great potential for supplementing fuzzy 
methods.  
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